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Foreword by the Director General

Dear employees,

dear readers,

The rapid pace of digitalisation is changing not just the way we communicate, work and
live, but also the demands placed on public administration. It comes with opportunities
to make public administration more efficient and citizen-centric, while also presenting
major technological, ethical and legal challenges. Public administration plays a key role
in this area of tension between innovation and responsibility.

This second version of the Digital Administration Manual is a further step towards
making our public administration fit for the digital age. It builds on the successes and
experience of the first version, but goes one step further — incorporating current tech-
nological developments such as generative artificial intelligence and quantum Al, as
well as the regulatory requirements of the European Al Act. At the same time, it remains
a practical tool, providing orientation and focusing on a human-centric approach.

Our goal is clear - the digitalisation of public administration must be ethically
sound, legally secure and innovative at the same time. Trust, transparency and the pro-
tection of fundamental rights are not an option — they are the basis for everything we do.

This manual is not just a document, but a living instrument. It is the result of
a broad dialogue between academia, practice and experts in public administration. We
will continue to develop it in future to keep pace with the rapid changes in technology.

Finally, | would like to thank everyone involved who contributed to the further
development of this manual with their expertise and commitment. Together, we are
creating a public administration that exploits the opportunities of digitalisation and

always puts people first.

Mag. Andreas Buchta-Kadanka

Director General — Civil Service and Public Administration Innovation

Without exception, this foreword is the only content in this publication that was created using
Al support (ChatGPT40) (summary and comparison of previous manuals and draft proposal for
inspiration); the results were verified by a person with specialist expertise and approved for use.

If you have any questions about this content, please see the contact details in the imprint.

Director General
Mag. Andreas Buchta-
Kadanka
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1 Introduction

The aim of this manual is to support administrative staff in the planning,
design, creation or public procurement, deployment and evaluation of digital
applications, particularly those based on Artificial Intelligence (Al). For the
ethical considerations in this context, the complexity of the system that is
deployed, e.g.whether it can be defined as Al or not, is less important than
answering the question of what impact digitally supported processes and
decisions have on individuals and society. Trust in public institutions can
quickly be damaged if administrative actions have a negative impact, which is
why the administration, as the central point of contact between citizens and

the state, bears a special responsibility in this regard.

Nevertheless, Al will be the focus of interest. Firstly, because the technology
harbours great potential for public administration; secondly, because the
opportunities and challenges of deploying Al are representative of other
data-processing applications; and thirdly, because this technology is

continuing to spread rapidly.

The manual is intended for all users, developers and management in public

administration, as well as the public affected by administrative action.

Use of the practical manual is voluntary and it is not intended to be a binding
specification. However, it is possible that it will be developed into a binding

policy in the future.

This manual is version 2.0. Version 1.0 was published in October 2023 (BMKOS
2023). Given the further development of technology and the delegated
legislation under the Al Act, the activities of the European institutions and, in
particular, the newly established Al Office (the European Office for Artificial
Intelligence), a further revision will be necessary in the future. This is therefore
designed to be a living document With this in mind, we are happy to receive

suggestions at the following email addresses: digitaleinnovation@bka.gv.at

and/or office.isp@ait.ac.at. Much of the content of this manual is based

on feedback from readers of the previous version of the manual and from
participants in the associated continuing education programme at the Federal
Academy of Public Administration. Many thanks for the feedback!



1.1 Objectives and target groups of the practical manual

Digitalisation is rapidly changing society. More than three quarters of Austrians use a
smartphone to browse the Internet and most of them use applications that are based
on Artificial Intelligence (Al), such as Google Search, Google Maps and social media
(Statistics Austria 2021). At the same time, 44 % of respondents in a study by the
University of Salzburg had a generally critical view of Al in everyday life, while only 16 %
gave a positive response (RTR, 2024).

A large proportion of applicants to international companies are now also assessed
using Al applications. Less than 10% of stock market trading is carried out by human
actors — machines are creating risk analyses and making decisions autonomously in
fractions of a second (Stahl 2021). Since the launch of ChatGPT in November 2022,
the first generative Al to be largely accessible to the general public without barriers
to entry, thousands of applications are being created every day that are available for
use worldwide.

Deploying Al therefore opens up extensive opportunities, but also harbours risks.
The applications deployed in many professional and private context, such as for speech
recognition, translation and the optimisation of mobility needs, but also for automated
facial recognition and analysis of employee productivity (such as via Microsoft Workplace
Analytics, Christl 2021) are based on the (present and future) analysis of personal data.
A lot of applications promise to increase efficiency and make work easier. However,
there are also a number of different issues to consider.

One example is the analysis of natural language used in some interactive Al
applications, which — with current advances in neural networks — are increasingly
based on language models that have learnt correlations and patterns from very
large datasets, such as Wikipedia, and social networks, such as Reddit. The historical
language data is used as the statistical basis for analysing current trends. However,
this means that any bias as well as explicitly racist and discriminatory statements in
the data needed to train an Al can affect the predictions and conclusions made by Al
applications.

The existence, retention and processing of personal data and the ethical
practices of Al applications raise a range of issues relating to privacy, data protection,
biases, sustainability and ethics, all of which are addressed in this manual. The Austrian
administration also has to consider these questions every day. While the demands on
public administration are constantly increasing, a significant proportion of administrative
staff will leave active service when the baby boomer generation retires. At the same time,
the call for savings continues to play an important role in the social discourse on the
public sector. Accordingly, there is scope here for digital solutions, and Al in particular,
with the aim of increasing efficiency and reducing the workload for employees, while
at the same time improving services where possible.

However, the public administration bears a special responsibility when it comes

to the large number of tasks that it fulfils on behalf of the state. Guiding principles, such



as the legality, accountability, transparency and chains of authority and responsibility,
which link politics and administration, must be emphasised in particular in this regard.
They make up the framework that enables and, in terms of the rule of law and democracy,
also restricts the activities of public administration (Holzinger et al. 2013, Leitl-Staudinger
et al. 2023).

At the same time, complying with the law in day-to-day administration is not
sufficient. Statutory provisions cannot keep pace with the rapid development of new
technologies, such as Al. It is therefore particularly important in this regard to emphasise
the anchoring of public administration in social values that reflect a modern, open,
democratic approach.

In the context of public administration, the topics touched on above, such as
data protection, privacy, bias and (Al) ethics, are particularly controversial. These are
core areas of state activity that must be fulfilled under the specific conditions touched
on above that support the rule of law and democracy.

Ethics and law are not always congruent, as in some situations ethical behaviour
demands more than complying with applicable law — and this is also true for a
democratically organised, constitutional state. Used wisely, however, ethics and law can
together form a stable framework for public administration in times of crisis.

An approach in line with the EU (Al) ethics debate makes decision-making at
all levels of public administration easier by creating a standardised decision-making
framework, within which all members of the administration can operate. A key
component of this ethical approach is the emphasis on the human-centric nature of
digital technologies. This means that digital technologies, especially Al, should be
designed and deployed in a way that puts people at the centre and protect their
rights and dignity.

The 2022 “European Declaration on Digital Rights and Principles” also formulates
an EU vision for a digital transformation that puts people first and is based on the EU’s
fundamental rights and values. The Declaration defines six core principles that are

intended to shape the EU’s digital future (European Commission 2022a):

Putting people and their rights at the centre of the digital transformation.
Promoting solidarity and inclusion.
Ensuring freedom of choice in the digital space.

Strengthening participation in the digital public space.

I N N

Increasing safety, security and empowerment of individuals — in particular
of young people.

6. Promoting sustainability in digital development.

The “European Declaration on Digital Rights and Principles” sees the EU and its
Member States commit to supporting and promoting this human-centric vision of digital

transformation.
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The primary objective of this manual, as already outlined in the opening lines,
is derived from that vision: to support administrative staff in the planning, design,
development, public procurement, deployment and evaluation of digital, and in particular
Al-based, applications. However, this goal can only be achieved if all members of
the administration act in coordination. Users, developers and management in public
administration all need to understand basic technical principles, opportunities and
challenges, ethical principles and standards, and ways to assess the impact of deploying
Al in the public sector.

In this context, protecting fundamental rights is of particular importance, as
this is also one of the tasks of administration. In particular, these include freedom,
self-determination, privacy, non-discrimination, human dignity, fairness, procedural
guarantees, security, but also — with a contemporary understanding of the tasks of the
state — democracy and sustainability (Latonero 2018; WWW Foundation 2018; Initiative
D21 2019). In the context of the “Ethics Guidelines for Trustworthy Al" of the “EU High-
Level Expert Group on Artificial Intelligence” (European Commission 2019), the Al Act
(in German-speaking countries also Al Regulation (EU 2024), corresponding activities
of the OECD (2019) and UNESCO (2022), the Al strategy of the Austrian Federal
Government “AIM AT 2030" (BMK and BMDW 2021a), but also parallel discussions in
Austria (TUV 2021; BRZ 2020; Nentwich et al. 2021), Germany (German Bundestag
2019, 2020; German Ethics Council 2023), the United Kingdom (UK Parliament 2021,
2024) and the United States (The White House 2022, 2023) on the regulation of Al,
similar principles are repeatedly discussed: human responsibility for final decisions,
(data) security, privacy compliance, transparency, diversity, fairness and non-
discrimination, social and environmental sustainability, and accountability (cf. also Jobin
et al. 2019).

These principles are of particular importance for the work of public administration
in the context of the tasks it faces, and we will analyse and the current conditions and
suggestions for further action here.

This practical manual shares these objectives with the Austrian Court of Audit’s
report “Al in the Federal Administration”, which has been announced for publication in
2025. The report takes stock of current efforts, provides an overview of requirements,
coordination measures and general conditions, as well as the strategic direction of
the deployment of Al in the federal administration. With the aim of creating a robust
framework for implementing Al in public administration, this practical manual looks in
particular at ethical principles and regulatory discussions. The structure of the manual
is as follows: It starts with an outline of the background to the project that led to this
manual. This is followed by the checklist for ethical Al in public administration, before
moving on to the content of the manual itself. The checklist is a core part of the manual
and is designed to provide orientation and a starting point for considering ethical and
legal aspects in the procurement, development and implementation of Al applications.
The term Al is then explained and the need for action in terms of the deployment of Al

in public administration is outlined. The next step weighs up whether or not Al should



be deployed in public administration in a given case. The opportunities and challenges of
deploying Al in public administration for society, the environment and digital sovereignty
are then discussed. The next part discusses, firstly, the legal framework and, secondly,
the ethical principles and standards for the deployment of Al, as well as options for
impact assessment. Finally, the last section makes recommendations for the next steps

on the road to human-centric Al.

1
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2 Checklist for ethical Al
in public administration

Having discussed the aims of the practical manual and the target groups it addresses,
we would like to start by presenting the checklist for ethical Al in public administration,
before we go on to look at the individual sections of the manual in detail.

A key principle when engaging with Al is that Al systems must be deployed
ethically and responsibly. In practice, this means that both technical and organisational
measures are necessary to ensure that ethical and legal aspects — such as the protection
of privacy — continue to be safeguarded. The human-centric approach, as discussed
above, is at the heart of this process. Ben Shneiderman, a leading expert in the field of
human-computer interaction, defines Human-Centred Al (HCAI) as a paradigm that is
focused on amplifying, augmenting and enhancing human performance by developing
and deploying Al systems that are reliable, safe and trustworthy. He argues that these
systems also support human self-efficacy, encourage creativity, clarify accountability,
and facilitate social participation (Shneiderman 2020). The aim of Human-Centred Al or
human-centric Al is therefore to design Al in ways that support people without replacing
them. The Al Act also pursues this perspective in the regulation of Al by formulating
clear requirements for the development and use of Al systems. The content the Al Act
includes promoting the uptake of trustworthy and human-centric Al applications that
protect fundamental rights, guarantee transparency and safeguard ethical values (see
section 8.3 Al Act).

In this context, the checklist is designed as a guideline for implementing ethical
and human-centric Al in public administration. It provides structured support for
ensuring that the relevant ethical and legal aspects have been taken into account in the
development, procurement and use of Al systems. The aim of using the checklist is to
ensure that ethical principles such as the protection of privacy, avoiding discrimination
and safeguarding transparency and accountability are integrated throughout the lifecycle
of Al applications.

The checklist criteria are based on the ethical principles discussed in the
international debate, particularly in the EU. The checklist also expands on the Ethics
Guidelines for Trustworthy Artificial Intelligence issued by the European Commission'’s
High-Level Expert Group on Artificial Intelligence (HLEG 2018, 2019) by drawing on
ethical and legal challenges that are specifically relevant to the public sector. These
additional aspects have been reviewed, working with administrative staff in collaborative
workshops. The work included practically relevant aspects that were rated by participants
as particularly crucial for the successful and responsible deployment of Al in public

administration. Law was also included as a checklist criterion. Figure 1 presents the



9 principles for ethical and legal Al in public administration. See section 9.2 for a precise

definition of the individual criteria.

Law

Ensuring legal compliance in Al
applications, including data
protection and administrative

actions.

Digital sovereignty
Maintaining control over
sensitive data and
protecting privacy.

Transparency

Disclosure and traceability
of how the system functions
and the use of data.

Accountability
Defining clear responsi-
bilities and introducing
mechanisms for

Impartiality and
fairness
challenging decisions.
with representative
data and a fair
decision-making
procedure.

Human oversight
Ensuring regular checks and
human control of Al
applications.

Effectiveness and efficiency
Optimising work processes and
conserving resources by

deploying Al.
Accessibility
and inclusion Safety
Ensuring user-friendly Implementing measures
design and providing for risk management and
alternative access to protect against misuse
methods. of Al systems.

Figure 1: Al ethical principles for public administration in Austria

Avoiding discrimination

13
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As both the regulatory framework and technological developments in the field of Al are
constantly evolving, the questions listed on the checklist will also be regularly reviewed
and adapted in future updates to the practical manual. This means that both the checklist
and the practical manual as a whole are to be viewed as “living documents” that will be
continuously adapted to new findings and the general legal landscape. Moreover, the
checklist should not be treated as an exhaustive list, but instead as a point of reference

for further consideration and approaches.

Applying the checklist
The checklist is designed to assess specific legal and ethical requirements for the
deployment of an Al system. However, before applying the checklist, a basic assessment
should be carried out to determine whether deployment of an Al system is appropriate
and justified in the first place. A decision-making tree is provided for this purpose (see
section 6, Figure 5), which will help determine the suitability and overarching conditions
for deploying Al from the outset. The decision-making tree is designed to ensure that
deployment is only pursued further if the answers to key questions regarding the
appropriateness, cost-effectiveness and necessary conditions of use are positive. If
there is a suitable use case for deploying Al, we recommend using the checklist for
ethical Al in public administration.

Ideally, the checklist should be used by an interdisciplinary team. This team should
include experts from various fields, including law, ethics, data management and IT as well

as domain knowledge from the specific area of expertise affected by the Al application.

The checklist is primarily aimed at the following:

¢ Managers and specialists in procurement

*  Employees who will use or work with the Al system
* Legal and compliance officers

¢ Managers and decision-makers

Some questions on the checklist refer to other sections in the practical manual that
provide background information and detailed knowledge. Such references are intended
to help answer the questions on the checklist. The other sections provide explanations,
particularly for more complex issues that may require a more detailed clarification of
the context.

If the checklist has been completed in full and all the questions have been
answered with “Yes”, this means that the Al application by and large complies with
current ethical and legal requirements. However, it is important to emphasise that
the checklist does not replace compliance checks with the Al Act. The corresponding
obligations for providers and deployers of Al systems are discussed in more detail in
section 8.3 on the Al Act.

If some of the questions on the checklist are answered with “No”, this indicates

the presence of existing issues that need to be addressed. In such cases, measures



should be taken to meet the corresponding requirements. These could include technically
adapting the Al system or making organisational changes. For example, technical
adaptation may be necessary if the Al system does not meet specific requirements,
such as the protection of privacy or the avoidance of discrimination. Organisational
changes could mean that internal processes or accountabilities need to be reconsidered
to guarantee better control and monitoring of Al applications. For a detailed assessment
of the specific questions, we also recommend using the list of criteria and measures
for ethical Al in public administration (List of Criteria), which is provided in section 10.2
of this manual.

Sometimes answering “No” to a question will be unavoidable, e.g. when using
large language models such as ChatGPT, which use large parts of the freely accessible
Internet as training data. In particular, this means that explicit caution is appropriate
when using an Al system of this kind — especially for public administration.

See the appendix to this manual for an example use case of how to answer and

assess the questions on the checklist in practice.

15



Checklist

Law

Is the Al system being deployed for (simple) sovereign administrative action?

(See 8.1 The basis for administrative action)

Yes

No

If it is (simple) sovereign administrative action, has it been clarified

whether there is a sufficient legal basis for deploying Al?

Yes

No

Does the Al application process data in accordance with the requirements of
the legal standards and principles defined under the national and EU legal

framework? (See 8.2 General Data Protection Regulation)

Yes

No

Does the deployment of the Al system guarantee that the fundamental rights of
citizens are not impaired in any way? (See 5 Use case: Examples from Australia
and the Netherlands)

Yes

No

Has the risk level of the Al application been determined in accordance with the
Al Act? (See 8.3 The EU regulates Al: the Al Act)

Yes

No

If applicable: Has a conformity assessment as defined by the Al Act already been
carried out? (Assessed as a high-risk application) (See 8.3 The EU regulates Al:

the Al Act, conformity assessment procedure)

Yes

No

If applicable: Have the transparency obligations under the Al Act been fulfilled?
(Assessed as a medium-risk application) (See 8.3 The EU regulates Al: the Al Act,

conformity assessment procedure, transparency requirements)

Yes

No

Has it been checked whether a fundamental rights impact assessment (Al Act)

must be carried out? (See 10.1 Fundamental rights impact assessment in the Al Act)

Yes

No

Has it been checked whether a data protection impact assessment must be

carried out? (See 8.2 General Data Protection Regulation)

16
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Transparency

Have the specific objectives and purposes of deploying the Al application been Yes No
identified and documented?

Is documentation available that explains the technical development Yes No
of the model?

Is it possible to understand how the Al application works? Yes No
Are the datasets connected to the Al system known? Yes No
(See 8.2 General Data Protection Regulation)

Whenever possible, is it explained to users how the Al system reaches its Yes No
outputs, content, recommendations or results, and what the logic behind

them is?

Are individuals informed of when and how they are interacting with an Yes No
Al application?

Impartiality and fairness

Is the data that is used to train the Al system diverse and representative for the Yes No
context in question? (See 7.1 Knowledge: Bias; application: gender bias)

Is there a process in place to check the data sources for potential biases and Yes No
inaccuracies?

Is the Al application designed to avoid dehumanising, discriminating against, Yes No
stereotyping or manipulating people? (See 5 Use case: Chatbots)

Is there a procedure whereby individuals can object to or otherwise appeal Yes No

against the deployment or output of the Al system?

17



Effectiveness and efficiency

Are there concrete benefits for the general public from deploying this Al system Yes No
(e.g. time saved when applying for a government benefit)?

Does the Al application have the potential to improve, or at least not worsen, the Yes No
working conditions of people employed in the public sector? (See 7.1 Al and its

impact on the world of work in public administration)

Is there a policy on quality and performance targets for the Al system? Yes No
Are the administrative staff appropriately trained and supported to deploy the Yes No
Al application effectively? (See 12 Literacy development and further training)

Is there ongoing support for problems and challenges? Yes No
Has the environmental impact of the Al application been taken into account? Yes No
(See 7.3 Al and ecology)

Safety

If applicable: Has a risk management system been created for the Al application? Yes No
(High risk) (See 8.3 The EU regulates Al: the Al Act)

Are records of the Al application’s operational performance and any incidents Yes No
and malfunctions archived for a specific period of time?

Are there safeguards in place to protect against misuse and malicious use of the Yes No
Al application?

Accessibility and inclusion

Is the Al application designed to be human-centric? In other words, so that it can Yes No
be used by different end users with different levels of literacy?

Has it been checked whether alternatives to the Al application can be provided Yes No

to ensure equal non-Al-based access? (See 7.2 Digital Divide)

18



Human oversight

Has the Al application been developed so that human oversight is possible Yes No
(e.g. human-in-the-loop; human-on-the-loop)? (See Knowledge: Human in the

Loop, Human on the Loop)

Is the Al system reviewed at regular intervals (at least in terms of performance/ Yes No
quality, safety and compliance with applicable laws and regulations)?

Accountability

Are clear responsibilities defined for developers, deployers and users of the Al Yes No
application?

Has it been defined who bears ultimate responsibility and accountability for the Yes No
deployment and output of the Al system?

Digital sovereignty

Are there data governance measures in place to define how data related to the Yes No
use of Al systems is collected, used, stored, maintained and disseminated?

(See 7.5 Procurement)

Is the data sovereignty of public administration safeguarded when deploying Yes No
the Al, in particular with regard to the privacy of citizens? (See 7.4 Digital

sovereignty in public administration)

If the development or operation of Al applications is outsourced, are there Yes No

measures in place to protect sensitive data and prevent access by third-party

organisations?

19
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3 Methods and approaches

The “Digital Administration and Ethics” project looked at issues of ethics with regard
to the deployment of digital solutions, in particular Al, in public administration, in two
parts: from June 2022 to June 2023 and from April to December 2024. The project

objectives were:

+ To establish a framework for reflecting on how to deal with digitalisation and Al.
* To develop ethical standards on these topics.

«  To reflect on legal discussions on the topic of Al

+ To establish a framework for an impact assessment.

« To set standards for the training and continuing professional development of

administrative staff.

This practical manual is based on various different sources. In addition to research
in areas such as Al ethics, ethical software development, public administration and
digitalisation, debates within the project team and with the public procurers at the
Austrian Federal Ministry for Arts, Culture, Civil Service and Sports (BMKOS), important
discussions were also had at a total of six workshops from September 2022 to June
2024. The administrative staff who took part in the workshops actively formulated ideas
and put forward suggestions and concerns.

The workshops, firstly, involved testing and discussing new ideas via presentations
that shed light on different technical, sociological, ethical, administrative and societal
perspectives. Secondly, the many opportunities for discussion and feedback made
learning processes easier for both the project team and the workshop participants.

The workshops were jointly organised by the Department for Strategic
Performance Management and Administrative Innovation (l1I/C/9, headed until June
2023 by Ursula Rosenbichler, from July 2023 by Ralf Tatto) of the BMKOS and the Al
Ethics Lab (headed by Peter Biegelbauer) of the AIT Austrian Institute of Technology
and included participants from the Federal Chancellery, the Federal Ministry of Labour
and Economic Affairs (BMAW), the Federal Ministry of Education, Science and Research
(BMBWF), the Federal Ministry of Finance (BMF), the Federal Ministry for Climate Action,
Environment, Energy, Mobility, Innovation and Technology (BMK), the Federal Ministry
of the Interior (BMI), the Federal Ministry of Agriculture, Forestry, Regions and Water
Management (BML) and the Federal Ministry of Defence (BMLV).

The last workshop in June 2024 focused on experiences with the first version of
the manual in order to record and discuss suggestions for revising the manual.

Feedback from the workshops, from the seminars held jointly by the AIT and
BMKOS at the Federal Academy of Public Administration, interactions in particular with
the public procurers at BMKOS, but also with the Al Policy Forum and other contact with



administrative staff, were particularly important in the second phase of the project in
2024. While the authors in 2023 were exclusively appointed by the AIT Al Ethics Lab,

the 2024 team was made up of members from the AIT Al Ethics Lab and the Research
Institute.
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4 Technology: What is Al?

This section provides a brief overview of the key terms and applications of Al. It outlines
the current state of technological development and then provides a perspective on

issues that are particularly relevant for later sections of this manual.

The term “artificial intelligence” was coined in 1955 by the American computer scientist
John McCarthy in a proposal for a summer workshop at Dartmouth College and has been
the subject of controversy ever since. It was designed to describe computer systems
that are able to simulate or imitate human intelligence. However, the complexity of the
term “intelligence” is also the reason why the term “artificial intelligence” defies any

precise definition.

For the purposes of this manual, “artificial intelligence” can be characterised
as the ability of a machine to imitate human abilities, such as logical and
creative thinking, continuous learning, strategic planning and the transfer of

acquired knowledge to new areas of application.
Definition: Artificial intelligence

Legg and Hutter have compiled an overview with more than 70 definitions (Legg and
Hutter 2007). In their introduction to Al, Russell and Norvig reduced the definitions to
eight definitional approaches, which they categorise into the four areas of “thinking
humanly” and “thinking rationally” and “acting humanly” and “acting rationally” (Russell
and Norvig 2023). The authors also outline the conceptual view of a generic Al system,
which consists of three main elements: firstly, sensors that collect raw data from
the environment; secondly, actuators that take action and change the state of the
environment; and thirdly, operational logic, which, for a given set of objectives and based

on input data from the sensors, provides output for the actuators.
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Figure 2: Generic Al system

In its report on scoping the OECD Al Principles (OECD 2019), the OECD draws on this
conceptual view of a generic Al system, which it sees as consistent with a very broad

definition of “artificial intelligence” as “the study of the computations that make it

possible to perceive, reason, and act” (Winston 1992, 14).

To regulate the deployment of Al in the European Union, the European Council
and the European Parliament as (co-)legislators, adopted the Al Act (Regulation on
Artificial Intelligence), which was proposed by the European Commission. The Act was
published in the Official Journal of the European Union on 12 July 2024 and entered
into force on 1 August 2024. Regulation (EU) 2024/1689 of the European Parliament and

of the Council of 13 June 2024 laying down harmonised rules on artificial intelligence

defines an Al system as follows:

For the purposes of this Regulation, the following definition applies:

‘Al system’ means a machine-based system that is designed to operate

with varying levels of autonomy and that may exhibit adaptiveness after

deployment, and that, for explicit or implicit objectives, infers, from the
input it receives, how to generate outputs such as predictions, content,
recommendations, or decisions that can influence physical or virtual

environments.

Definition: Al system (according to Article 3 No. 1 Al Act)
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For problem-solving ability, a distinction is also often made between strong Al and weak
Al (Buxmann and Schmidt 2021, 6):

Table 1: Difference between strong Al and weak Al

Strong Al Weak Al
f%'l
« Systems act, learn and develop +  Systems solve specific tasks in a clearly

independently. defined area of application.

* They can solve new, previously unknown » They process input data to generate a

tasks without human intervention. predefined output.
*  They develop their own learning »  They do not have skills for independent
strategies and set goals independently. development or problem-solving outside

thei ified f application.
« They have abilities similar to human eIr specified area ot application

intelligence, such as independent
planning and problem-solving.

Over the past decade, Al applications based on neural networks that have been
trained using very large volumes of data have achieved impressive results on a wide
variety of tasks, such as image classification, face/object/speech recognition, etc. One
example that has attracted a huge amount of attention from the media is the current
debate around the ChatGPT chatbot interface based on the GPT4 Large Language
Model (LLM), which can give the impression of being capable of human dialogue under
certain conditions.

Nevertheless, these types of applications are also generally regarded as examples
of weak Al, as they are created for the specific task in each case and do not exhibit any
general problem-solving ability (in one research paper, the ability and reliability of logical
reasoning were systematically analysed using large language models and fundamentally
called into question; see Valmeekam et al. 2023). In general, the possibility of creating
strong Al in the near future is viewed with scepticism or even ruled out entirely given
the current state of knowledge (Humm et al. 2022).

Al systems can also be categorised into symbolic and subsymbolic systems based
on the type of knowledge representation (Ddbel et al. 2018, 11). Symbolic systems use
explicit and comprehensible rules and symbols to represent knowledge and reach logical
conclusions. In contrast, subsymbolic systems use implicit, numerically represented
knowledge that is not directly human-readable. These systems are based on numerical
data and statistical methods and use machine learning and neural networks to recognise
patterns and correlations in the data. This is the reason why subsymbolic systems are

often referred to metaphorically as “black boxes”, as the decision-making procedure is



not traceable. However, there are explainability approaches that attempt to make the
decision-related information at least partially transparent.

For specific applications in public administration, the category of weak Al, in
particular data-driven machine learning methods, is currently of particular importance.
A distinction is made between three forms of learning in this regard (Russell and Norvig,
2021):

* Unsupervised learning is automated learning from examples where the system is
shown examples of the desired output. Cluster analysis is an example of creating
groups from a set of individual elements. One example of this is the clustering
of cities according to relevant characteristics, such as the number of inhabitants,
area, GDP per capita, etc. Similar cities are then grouped together (clusters)
according to these characteristics, with members of a group being as similar as
possible to each other and, at the same time, differing as much as possible from
members of other groups.

+ Supervised learning is a process in which the desired output is specified on
the basis of labelled elements. For binary classification, one of two categories is
assigned to each example. If, for example, individual emails are labelled as “spam”
and “non-spam”, a system learns the difference between unwanted and wanted
emails from these examples and can apply what it has learned to new emails.

« Reinforcement learning consists of various machine learning methods where a
system independently develops a strategy to achieve the maximum reward for
meeting certain targets or penalties for not meeting certain targets. A simple
example is the reward-based decision for the next move in a board game in
order to target the maximum reward with each move according to the maximum

probability of winning.

Over the past decade, the volume of available data and computing power has increased
exponentially. New technologies such as cloud computing and Big Data mean that these
volumes of data can be processed and analysed more and more efficiently. Under these
conditions, machine learning methods have been shown to perform well in many areas of
application. Buxmann and Schmidt describe applications from different domains and how

different approaches to artificial intelligence are used (Buxmann and Schmidt 2021, 41 ff).
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The term “Big Data” in fact means large volumes of data that are generated
extremely rapidly and are extremely diverse. However, the term also
includes the methods used to collect, store, process and analyse such

data to gain insights and identify regularities. One example is the analysis
of the purchasing behaviour of certain age groups and interest groups on
the Internet, for which very large volumes of data are used on large sales
platforms relating to browsing behaviour and the purchase transactions of
users. Al provides key technologies for Big Data analysis. The data does not

necessarily have to be processed using Al methods.

Knowledge: Big Data

[llustrating Al with concrete example use cases is subject to the constant change
of progress in scientific and industrial development. Whereas rule-based expert
systems and decision-making trees still served as examples in the 1980s, artificial
neural networks are more commonly cited today (Ertel and Black 2016, 2). The extent
to which a computer program, application or information technology (IT) system can
be categorised as artificial intelligence in full or in part therefore depends on the

current state of technology.

Neural networks: Artificial neural networks (ANN) and simulated neural
networks (SNN) are part of machine learning (ML) and form the core of
deep learning algorithms. They are named and structured in the same way
as the human brain and mimic the communication of biological neurons via
signals. Neural networks are used to process information and recognise

complex patterns.

Knowledge: Neural networks

As explained at the start of this section, there is no universally accepted definition
of artificial intelligence; hence there is also no clear list of criteria that can be used
to decide whether an application or system can be classified as artificial intelligence

or not.



However, the deciding question in the context of this manual is not whether
an application or system meets specific technical criteria for artificial
intelligence, but whether the application or system is performing tasks

for decision-making processes, i.e. it is either supporting decisions or is

processing information for a person in a decision-making position.
Knowledge: Al in this manual

Of particular importance here is the question of what impact decisions that are supported
or influenced by Al may have on individuals and society. Once this criterion is brought
to the fore, it is no longer of primary significance whether the underlying technology
is a simple rule-based system or a neural network trained on large volumes of data.
Section 10 on Al impact assessment takes a closer look at the impact of Al technologies

relevant in this regard.

4.1 Generative artificial intelligence

Generative artificial intelligence describes the deployment of Al technologies and
Al methods that can be used to generate a range of different content based on
inputs — which are referred to as “prompts” (see info box). A wide range of different
output formats can be generated, from texts and photorealistic images to videos,

computer code and musical compositions.

Prompting/prompt engineering in the Al context means the formulation of
precise instructions to obtain the desired output from a generative Al system.
These instructions are also referred to as “prompts”. The “engineering” in
prompt engineering is designed to show that, depending on the task at hand,
writing these sometimes extensive and structured prompts may itself require
detailed knowledge of the specialist field (e.g. technical parameters for image

generation or knowledge in a specialist field) and a certain level of skill.
As a simple example, say the HR department of an organisation wants to use
generative Al to generate an email reminder for the annual feedback meeting.

A simple prompt for this might be the following:

Create a reminder email for the annual feedback meeting.
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The generated text may not meet the prompter’s expectations. A more refined

prompt using prompt engineering techniques might be as follows:

Imagine you are the HR manager at a public authority and you are writing an

email to all employees to remind them about their annual feedback meetings.

The email should contain the following points:

» Subject: “Reminder: your annual feedback meeting is coming up!”

* Introduction: a friendly greeting and an indication of the importance of the
feedback meeting.

» Details: the date and time of the interview, how to prepare for it and
where the interview will take place.

* Preparation: an invitation to think about their own achievements and goals
in advance of the meeting.

» Conclusion: a friendly conclusion with contact details for queries.

The email should be polite, motivating and professional.

Example: Prompt engineering

These data formats can also be increasingly integrated into the input and output
processes. This capability — also referred to as multimodality — means that text, images,
audio and other types of data can be processed and, if necessary, output at the same
time.

While research has reached a number of key milestones in developing this
technology over the past decade’, it was not until ChatGPT released user-friendly web
applications with interactive dialogue (chat) and optimised output in November 2022
that the significance and capabilities of generative Al really came to the attention of
the general public.

The basis for these capabilities is the processing of large volumes of data using
deep learning algorithms. This data is processed in what are referred to as “general
purpose models” or “foundation models”, which recognise statistical correlations and
patterns in the data and use them to generate new content. Large Language Models
(LLMs) are particularly well known in this regard. They are deployed, for example, in the
ChatGPT web app published by OpenAl. Other examples of highly developed LLMs are
models from Google Al (BERT), Meta (LLaMA) and Anthropic (Claude). These models

allow the Al to answer questions, summarise texts and generate content.

1 The following is a selection of the primary scientific innovations and related publications:
Variational Autoencoders (VAEs) (Kingma and Welling 2013), Generative Adversarial
Networks (GANs) (Goodfellow et al. 2014), Flow-Based Generative Models (Rezende and
Mohamed 2015), Transformer architectures (Vaswani et al. 2017), Diffusion Models
(Ho, Jain and Abbeel 2020).



Retrieval-Augmented Generation (RAG) can complement the capabilities
of pre-trained language models by dynamically incorporating external knowledge
sources to provide more accurate and up-to-date responses, especially if the
underlying model has been trained on older or limited data. The way RAG works is
that the language model does not immediately generate output in response to a user
query, but starts by retrieving information from a special knowledge database. The
database is organised so that the system starts by searching for snippets that match
the (semantic) content of the user’s query. The content that the system retrieves is
then added to the language model as additional context for generating the output.
Compared to the language model simply generating output, this approach can improve
the quality of the generated content. This can significantly increase the accuracy
and relevance of the generated texts, in particular in specialist and complex areas

of application.

Important: Although adding contextual information can improve the quality and relevance
of content generated using RAG, it is not possible to exclude “false” information
(hallucinations, cf. 7.1) being generated or bias. It is therefore important to check LLM-
based systems systematically to ensure they comply with the law (e.g. data protection,
liability, copyright) and take ethical considerations into account (e.g. bias, transparency,
accountability) before they go live.

There is no doubt that generative Al has the potential to improve text and
creative work by speeding up creative writing processes, generating personalised
content based on user preferences and providing inspiration for your own ideas. While
acknowledging the opportunities this presents, it is also necessary to address the
challenges and concerns that must be taken into account, in particular with regard
to the integration of generative Al systems into work processes. Some problems and

challenges and how to handle generative Al in the workplace are covered in section 7.1.

4.2 Quantum Al

Quantum computing and Al are currently among the most intensively discussed
technologies, and have the potential to bring about radical changes in different parts
of society and the economy.

Conventional computers are based on binary bits, which means that the most
basic units can only have two states: 1 for “current is flowing” and O for “current is
not flowing”. Every conceivable representation, whether text, image, audio or video, is
represented and processed at the machine level as a long series of zeros (0) and ones
(1). By contrast, quantum bits (qubits) have the advantage that they can assume more
than one state — so, 0 and 1 at the same time — associated with different probabilities.
This means quantum computers can display and process many states simultaneously,

which particularly improves the ability to run parallel calculations.
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The overlap between quantum computing and Al has advantages on both sides. Al,
and machine learning in particular, can provide efficient solutions, optimised performance
and, in the best case, even new insights in the field of quantum computing (Ramon et al.
2023). And in the other direction, the performance of quantum computers can speed up
the execution of algorithms. To give just one example, there may be an impact on the
security of the cryptographic processes that are used to encrypt and sign messages
and documents. Digital signatures contain a hard problem that is very difficult for
conventional computer systems to solve. However, the ability to handle such problems
in parallel — depending on the cryptographic algorithms used in each case — may make
it possible for quantum computers to solve them in a reasonable amount of time. This
poses a security risk for information and systems that use cryptography for security.

Quantum neural networks are particularly relevant as regards Al, as they have the
potential to significantly increase the performance of deep learning processes, based on
artificial neural networks that process very large volumes of data. Whereas traditional
neural networks, which are the basis of modern Al systems, store the parameters of
the network using binary representation, quantum neural networks exploit the special
properties of qubits. As qubits can assume superimposed quantum states, quantum
neural networks can perform vast numbers of calculations in parallel, which makes it
possible to represent and process larger network structures than when using traditional
neural networks. In the future, this could play a role in training very large and complex
models, such as the creation of large language models.

However, it is difficult to predict the exact impact of successfully applying
quantum computing in the field of Al systems — other than the general prospect of
faster processing, improved algorithms and more efficient problem-solving. Even current
language models created on conventional computer systems with graphics processors
(GPUs) sometimes have several hundred billion to trillions of parameters and it is not
obvious exactly what improvements can be expected by increasing the number of
parameters. For the same reason, only practical experience will demonstrate what
improvements will actually come about from the deployment of quantum computing
for Al systems. The results that have been achieved in the field of quantum computing
research thus far remain predominantly theoretical and experimental in nature. The
functionality, reliability and scalability of quantum systems still have to be demonstrated
in practice and in real-world application scenarios. If this succeeds, it is possible that
quantum algorithms will be able to recognise patterns and correlations in data that

cannot be discovered using traditional algorithms.



5 Need for action

Given the specific tasks and challenges for public administration when it comes to the
deployment of Al systems, as described in the introduction, and given the technical
complexity of the technology discussed in section 4, particular attention must be given
to ethically compliant deployment. Trust in public administration is central to democracy,
and scandals caused by the ill-considered deployment of Al systems in this field can
have a lasting, negative impact on the relationship between citizens and the state. This
section describes two problematic cases of Al deployment, discusses the differences
between the risks in different areas of application and, finally, emphasises the central

importance of knowledge about Al when it comes to using Al safely.

Australia deployed the Robodebt scheme, under which the Australian Taxation
Office automatically compared annual income data with the income declared
by welfare recipients. If this data did not match and the person did not
respond to an enquiry, a debt to the state was established and then collected.
In actual fact, Robodebt was flawed, as was found to be the case in the
course of parliamentary investigations conducted by a specially appointed
Royal Commission and in court proceedings. The Australian government in
office (and the government that succeeded it after new elections) had to

apologise publicly in 2020 and make billions in repayments.

In the Netherlands, there were irregularities in connection with payment of
the “childcare allowance” benefit. False allegations of fraud were made by the
tax and customs authorities when they attempted to automate the allocation
of the childcare allowance. Around 26,000 parents were wrongly accused

of fraudulent benefit claims and had to repay benefits in full. Some of the
repayments were tens of thousands of euros in total, which led to personal
bankruptcies, the loss of child custody rights and ultimately to several
suicides. The scandal ultimately led to the resignation of the government and

to new elections in 2021.

Use case: Examples from Australia and the Netherlands
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It took several years for the two scandals to come to light, partly because of “automation
bias”, i.e. the tendency of people to place more trust in automated processes than in
human decisions, which has been well documented in experimental studies (Goddard et
al. 2012). The best way to counteract this kind of bias is to raise awareness and provide
training, in particular for a better understanding of the potential, working methods and

applications of Al — referred to here as Al literacy (see section 12).

Al literacy refers to the ability to understand and use Al. Safe, self-determined
and responsible use of Al is only possible with a sufficient understanding of
how this technology works, its possibilities and the challenges it presents. Al
literacy is also a central requirement of the Al Act for all developers, users and

other stakeholder groups that engage with Al (see section 8.3).

Definition: Al literacy

A study involving more than 1,300 Dutch civil servants in the Netherlands demonstrated
that they were actually significantly less prone to this kind of “automation bias”
than a similar number of Dutch citizens. The authors attributed this primarily to the
administrative staff being sensitive to the issue as a result of the scandal surrounding
the automated payment of childcare benefits, which was the subject of intense public
debate in the Netherlands during the study (Alon-Barkat, Saar and Busuioc 2023).

Another way to counteract such problems is to involve people directly in checking
the results of an Al application, which is often referred to as the “human-in-the-loop”
(HITL) model.

Human-in-the-loop, in the context of Al, means that a human can intervene in
certain processes of an Al system and thus influence the results and impact
of an Al system. A special case of human-in-the-loop is “human-on-the-
loop”, where a human takes on a monitoring role. One example would be the
requirement for a human to have to review fraud recognised by an Al system

and, where applicable, confirm that it falls with the scope of criminal law.

Knowledge: Human-in-the-loop, human-on-the-loop
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Figure 3: Example of human-in-the-loop

With regard to digitalisation and areas of deployment such as the calculation and
payment of social benefits, there are particularly high efficiency expectations for
public administration. These areas of public administration are by definition not without
their problems — as the aforementioned examples from Australia and the Netherlands
demonstrate. Even more critical, however, are areas such as legislation and case law,
i.e. the activities of the Parliamentary Administration and the Judicial Administration.
In fact, the opportunities and risks are not the same in every area. For example,
introducing chatbots (such as “WienBot”, “FinanzOnline Fred”), which are generally very
well received by citizens, as a round-the-clock complement to other ways to provide
information, and mobility apps (such as “OBB Scotty”, “WienMobil"), is generally less
problematic because, as a rule, the potential negative impact of, for example, a biased

suggestion is limited.

A chatbot provides text-based dialogue for communicating with a technical
system. Users can usually communicate with the system in everyday language
and ask questions. The system can — but does not necessarily have to — use Al

to interpret and answer questions.
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Developing and using Al-based chatbots that are data-driven and potentially
continually learning, harbours major risks from an ethical perspective. One of
the key challenges is to avoid bias and discrimination. In general, interactions
and decisions by the Al under the hood of the chatbot (in the form of large
language models) should be free of discriminatory biases. In particular, the

chatbot must not disseminate any inhumane or discriminatory messages.

The “Tay” self-learning chatbot published by Microsoft Corporation in March
2016 responded with sexist and racist comments within less than 24 hours,

which resulted in the bot being shut down and a lot of tweets having to be

deleted (Lobe 2022).

The Korean Scatter Lab company published a chatbot called “Lee Luda” in
December 2020, which also had to be taken offline again, because the bot

sent racist and homophobic messages (Wille 2021).

Use case: Chatbots

When it comes to legislation and case law, the situation is completely different. The
demand for transparency, traceability, accountability and the prevention of bias is vital.
Given the characteristics of current technologies, using algorithmic Decision Support
Systems (DSSs) only appears to make sense for peripheral, e.g. preparatory, applications.

Public administration has a special status among state institutions, because in
the vast majority of cases it is the point of contact between the citizen and the state
and therefore also represents the state. Trust in public administration therefore plays a
central role when it comes to citizens’ trust in the state. The work of public administration
is also measured by the democratic public in a particular way against values such as
the rule of law, accountability, transparency, but also non-discrimination, human dignity
and safety.

In Austria, opinion polls show a consistently high level of trust in state institutions

such as the police, the army, universities, courts, schools and tax offices (OGM 2024).



Confidence in institutions
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Figure 4: Representative survey, APA/OGM Confidence Index 2024
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However, as the high level of variation in the values for other public institutions in the
fields of politics and religion in recent years shows, such trust ratings are not guaranteed.

The public administration therefore bears a great deal of responsibility when using
new technologies, such as in the case of digitalisation, where particular care is required
when changing decision-making processes. With this in mind, this manual provides an

important starting point for addressing ethical considerations when introducing Al.



6 Weighing up the costs
and benefits: Al in public
administration, or not?

This section looks at the question of whether and under what conditions Al technology
should be deployed in public administration. The decision-making tree in Figure 5 is
provided as a decision-making tool for this purpose. It should be noted that the complex
field of introducing Al technologies cannot be fully reduced to the questions set out in
the tree. The decision-making tree is instead designed to cover core issues “at a glance”
and by level of priority.

The decision-making tree starts with the fundamental question of whether there
is a suitable use case for deploying these technologies. As a basic rule, deploying Al
technology only makes sense if the use case meets certain criteria, such as at least

one of the following:

1. There are repetitive tasks that can be automated. A machine could handle these
tasks or contribute the necessary skills, using Al technology.

2. The task to be solved using Al technology is not primarily dependent on human
judgement. For complex tasks where the approach taken to find a solution has to
be determined first via multi-stage analysis of the problem, current state-of-the-
art machine learning methods are generally insufficient (cf. weak Al, section 4).

3. There is a need for decision support, i.e. Al technologies contribute to certain
tasks in a supporting role, e.g. by processing and visualising the required
information.

4. The Al technology can support existing work processes, e.g. creating text with

the support of generative Al (cf. section 4.1, “Generative Al").

The decision to deploy Al technology should be based on an analysis of existing work
processes and services in terms of the potential for improvement that may be exploited
by using Al.

In the second step, the question is whether the expected benefits have been
fully weighed up against the costs incurred. From an economic perspective, the basic
question is whether an Al application in public administration should be built with
in-house resources or whether the objectives can be achieved more cost-effectively
using commercial providers. The development and implementation costs incurred at
the start of the project, ongoing operating costs, required expertise and resources,
as well as the risks and safety aspects associated with in-house development must

be taken into account. On the other hand, commercial providers may come with lower
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entry costs, faster implementation, regular updates, support and lower requirements in
terms of building up internal technical expertise. However, the long-term costs, the lack
of flexibility and freedom in terms of features and update cycles as well as restrictions
in terms of data sovereignty must be taken into account when it comes to third-party
providers. In summary, this requires a comprehensive cost-benefit analysis. However,
it is not just the direct financial costs, but also the indirect costs, such as the costs of
environmental impact, that should be taken into account.

If there is a suitable use case and it is shown to be viable from an economic
perspective, the question is then whether the legal requirements can be met. This is
a necessary precondition without which it is not possible to deploy any technology
(including Al) for public administration without breaching legal requirements. Key issues
(for public authorities) include the principle of legality, the risk assessment as the basis
for the provisions under the Al Act (cf. section 8.3) and data protection under GDPR
(cf. section 8.2), including a legal basis for processing data, data security and clear
information about the nature of the processing. Copyright regulations must also be
observed, in particular with regard to the use of proprietary data for training, and any
Al output that may also be protected by copyright. Issues of liability, i.e. the question
of who is held responsible in the event of harm caused by using Al, should also be
governed by contractual terms.

The next step is the following question: “Has the system been classified by risk
according to the Al Act?” This involves the providers of Al systems dividing systems
into four risk levels: unacceptable risk; high risk; limited risk/subject to transparency
obligations; and minimal risk (cf. section 8.3). In short, systems with unacceptable risk
are prohibited because they pose a significant threat to safety, fundamental rights
or other important social values. High-risk systems, such as systems deployed in
public administration to assess individuals or to make decisions, are subject to strict
regulations and must fulfil special requirements in terms of transparency, safety,
accuracy and monitoring. Some Al systems (e.g. chatbots, deep fakes) are subject to
specific transparency obligations, while systems with minimal risk can, by and large, be
deployed without additional controls. Risk classification by the provider is necessary
to ensure that the legal requirements relating to the Al Act are complied with and that
Al is deployed in public administration responsibly. An initial role and risk assessment
can currently be completed using the “EU Al Act Compliance Checker"? provided by the
“Future of Life Institute” NGO.

A key aspect of data protection under GDPR is the extent to which personal data
is involved in creating models or optimising Al technology. If personal data is involved, it
is necessary to review whether data protection concerns can be resolved or mitigated
by means of anonymisation, pseudonymisation (replacing an identifying characteristic
with a pseudonym) or abstraction procedures. In any case, compliance with GDPR must

be ensured. In particular, to prevent conclusions being drawn about individuals despite

2  https://artificialintelligenceact.eu/assessment/eu-ai-act-compliance-checker/




applying procedures to ensure compliance with GDPR by combining data with external
data sources. It must be borne in mind that, even if every effort is made to comply with
GDPR, there is always a risk of a breach of data protection regulations where personal
data is involved.

Finally, it should be noted that Al applications often use “foundation models”,
which recognise statistical correlations from a large volume of input data, often collected
from social media and sources of data on the Internet. Algorithms can then be optimised
for a specific area of application by training on a few examples (which is known as “fine-
tuning”). However, there is a risk of adopting biases contained in the original data of
the foundation models, thereby discriminating against groups of people or minorities.
In addition to avoiding biases, it is important to ensure that minorities are adequately

represented and that Al technology has also been tested for disadvantaged groups.
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Is there a use case?

Are there repetitive tasks and processes,
the efficiency of which could potentially Not a suitable use case
be increased by deploying Al?

Or is there demand for decision support?

Yes
Has the expected benefit been carefully weighed No Of concern from an
up against the costs — including the indirect — economic and/or
costs caused by environmental impact? ethical perspective
Yes
No
Can the legal requirements generally be met? Ruled out for legal reasons
Yes

Depending on risk level,
No there are obligations
Does a risk level as defined by the Al Act apply? ———>  up to and including
potentially being
prohibited

Yes

Is personal data involved?

No

Can data protection concerns
be resolved by means of e Risk of breaching data
anonymisation, pseudonymisa- protection regulations!

tion or abstraction procedures?

No
— > Risk of discrimination!

Have models been checked in terms of origin
and/or potential bias?

Strongly advise against
implementation

Implementation would

May be a suitable use case

Implementation may be
considered

Key to symbols
© B O

Figure 5: Decision-making tree for using Al technology
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Example of using the decision-making tree®

The public administration receives daily enquiries on a range of topics such

as matters of registration, applications for documents (e.g. passports and
identity cards), appointments, information about local services and more.
Processing these enquiries manually can be time-consuming. To ensure prompt
replies to a steadily increasing volume of enquiries, deployment of an Al
application is being considered, which would at least partially automate or
support the processing of enquiries. A chatbot is to be used for this purpose,
which should forward enquiries to the relevant departments or answer simple,

frequently asked questions (FAQs) immediately (Aschauer 2024).

Is there a use case?

* Yes, there are repetitive tasks and processes, i.e. processing and
forwarding enquiries, the efficiency of which could be increased by
deploying Al. There is also a clear need for decision support to help
administrative staff respond to enquiries with appropriate templates,

answers and decision support.

Has the expected benefit been carefully weighed up against the costs?

» An expert report has been commissioned from an independent consulting
organisation, which included, among other things, a cost/benefit
analysis. According to the expert report, the Al service is expected
to save a considerable amount of time, improve efficiency and reduce
response times for citizens. To guarantee data sovereignty, an in-house
implementation was preferred over third-party solutions. The advantages
outweigh the higher costs of implementing and maintaining the Al. The
environmental impact has been minimised via joint projects to select and
create suitable foundation models. Environmentally friendly data centres
are designed to minimise the negative impact on the environment by
using alternative sources of energy. On this basis, implementing the Al
application is considered to be economically viable and environmentally

friendly.

This example use case for the tree does not, of course, claim to be exhaustive with regard
to all practical issues. Issues such as liability and disclaimers, ensuring the legal accuracy
of chatbot output and specifications regarding the purpose and use of the chatbot are not
covered here. However, these issues are important in practice and should be considered
separately when actually implementing a system of this kind.
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Is there a legal basis?

The report also finds that the legal requirements for deploying Al in
public administration are met. Copyright is protected by clarifying the
rights to documents used to train and optimise the models, and the
expert report also finds that the project complies with the General Data
Protection Regulation (GDPR). The legal requirements of constitutional
and administrative law (e.g. fundamental rights, authorisation to close

a matter/case, right to be heard, obligation to state reasons, and the

principle of legality) have been considered in particular.

Is personal data involved?

Yes, enquiries from citizens contain personal data (e.g. names, addresses,
concerns). For better customer satisfaction, the service allows users to
create their own profile. Citizens are explicitly asked whether they consent
to their own data being used to improve the service. In this case, data is
used solely for the purpose of creating a personalised response. Care has
been taken to ensure that the service can be used in its entirety without
personalisation. For example, personal data can be included with the
enquiry without being saved. The enquiry and response history is also not

saved because of data protection and safety concerns.

Can data protection concerns be resolved or mitigated by means of

anonymisation, pseudonymisation or abstraction procedures?

Optimised foundation models were created in a joint project with
European administrative organisations. The data required for this

purpose was contributed by the project partners. Anonymisation and
pseudonymisation procedures were used to prepare the data to be used as
training data. Location-based data relating to individuals was anonymised
and abstracted so that it is not possible to draw conclusions about the

whereabouts or movements of citizens.

Have models been checked in terms of origin and/or potential bias?

Al models are checked by independent organisations with expertise in
sociology and technology to ensure that the models used are not biased
and that citizen enquiries are handled with fairness and neutrality. This is
guaranteed by analysing the training data and continuously monitoring the

Al decisions.

Example use case: Automated response to citizen enquiries



/ The opportunities and
challenges of deploying Al
in public administration

This section is dedicated to the opportunities and challenges of deploying Al in the
context of public administration. Starting with a description of some of the Al applications
that have already entered the world of work, this section goes on to examine the relevant
opportunities and challenges. In particular, the deployment of generative Al in the
workplace is discussed, addressing both potential and risks, as well as official guidelines
(e.g. the Austrian Federal Government'’s Al guidelines) for deploying generative Al in
work processes. A further part of this section is dedicated to the impact of Al on the
public, setting out how Al can change interaction with citizens and what opportunities
and challenges arise from automating services. A discussion of ecological /sustainable
Al, with particular emphasis on the environmental impact caused by deploying Al
systems, identifies potential measures and instruments for public administration for the
purposes of sustainable use and minimising negative consequences. The issue of digital
sovereignty and data sovereignty in public administration is then the focus of the next
part, highlighting the importance of the independence of public administration when it
comes to designing digital services, protecting sensitive data and safeguarding citizens’
interests. The last area of discussion is “Procurement”, which illustrates how public
administration can contribute to strengthening digital sovereignty and implementing
trustworthy Al solutions by taking a targeted approach to awarding contracts to provide
public services. The focus in this case is on ensuring the quality and safety of Al systems
with clear specifications and criteria right from the start when preparing and planning

procurement processes for Al applications.
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71 Al and its impact on the world of work in public
administration

Public administration is just as affected by the rapid advances in Al as other sectors.
Even if some applications are sector-specific, there are a lot of Al tools that can, in

principle, also be used in public administration (Haslinger, 2022, 61 1.):

+ Recruiting software that assists the assessment of applications or establishing
employment; this may involve using personality tests or making suggestions about
which colleagues the applicable candidate should work with.

+  Specifying work steps for standard workflows.

« Checking and monitoring of Office software.

* HR (personnel management, payroll accounting, personnel development and
appraisal), working time arrangements.

« Behaviour management via incentive systems and/or pressure (traffic light
systems, gamification, scoring etc.).

« Internal systems, such as platform work.

More and more services are arranged and handled via online platforms,
including bike messengers, cleaners, creative professionals, clickworkers and
drivers. This way of organising work has advantages for job seekers thanks to
the low barriers to entry (e.g. no completed eduction or language skills are
required). However, platform business models are often based on the (false)
self-employment of employees, which means that companies avoid their social

responsibility and employees run the risk of being exploited.
Knowledge: Platform work

A key argument in favour of introducing Al in public administration is the expected
increase in efficiency of work and administrative processes. Implementing Al applications
generally has the potential to reduce the workload for employees in public administration.
This applies in particular to areas of knowledge management and to routine activities,
such as issuing documents and providing advice on frequently asked topics.

At the same time, deploying Al in public administration comes with considerable
challenges in terms of acceptance among employees. A key issue is the potential transfer
of decision-making processes from humans to Al systems, which can bring with it risks
such as breaches of data protection, loss of autonomy and potential disadvantages for
employees. In particular, detecting “deviant” behaviour with the aim of optimising work
efficiency may be based on unfair assumptions and thus lead to discrimination and

psychological stress for employees.



Bias in Al means a disproportionality or distortion in the output of machine-
learning algorithms, which can arise, for example, as the result of systematic
misconceptions and prejudices in the development of the Al algorithm or as a
result of incomplete, unbalanced or biased input or training data. Al systems,
the proposed decisions or predictions of which contain or are influenced

by such bias, do not accurately represent reality and can therefore lead to

discrimination against people (Dilmegani 2022).

Gender bias, for example, refers to biased ideas or expectations contained

in natural language that make judgements about people’s abilities,
characteristics and roles, based on their gender. A prominent example from
the past was an Al-based system introduced by the Amazon corporation in
2014 to pre-select applicants (Dastin 2022). The system used historical data
to assess current applicants. However, as past applicants were predominantly
male, male candidates were systematically favoured over female candidates

by the Al application.

Knowledge: Bias; application: gender bias

Al-augmented surveillance in the workplace raises major ethical concerns. Potential
problems include the violation of employee privacy, discrimination based on algorithmic
decisions and the impact on mental health (Christl 2021). Surveillance practices that
affect human dignity and are not governed by an employee/works council agreement
are not allowed and must therefore be rejected.

To counter these risks, the OECD recommends the following strategies for
deploying Al in the workplace (OECD 2024):

1. Ideally, Al strategies for the workplace should be co-designed by employees, line
managers and other relevant stakeholders.

2. All those affected should be informed about the mental health risks associated
with Al (e.g. stress from higher performance required in less time, increasing work
pressure, feeling overwhelmed by technology, fear about the future) and internal
rules should be put in place to address these risks.

3. Clear limits must be set on deploying Al for monitoring and automation of
decision-making processes and measures for human oversight must be taken
to ensure that the safety, rights and opportunities of employees are protected.
Clear responsibilities must be defined to ensure trust in the Al system.

5. There should be rules for the introduction of Al systems by creating codes
of conduct and/or appointing ethics officers.

6. Employees should have sufficient safeguards to defend themselves against biased
or unfair decisions, e.g. via the right to challenge an Al decision.

7. Disclaimers and/or warning systems must be used to alert workers to the fact

that they have interacted or will interact with an Al system.
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Consultation mechanisms between employees, line managers and other relevant
stakeholders should be established to adapt Al-related policies, strategies and measures
to relevant needs. Developing expertise in Al and technology, and digital training, is

essential for all relevant stakeholders.

To ensure Al systems are introduced successfully, it is crucial to support
administrative staff and provide them with the necessary training and literacy
(see Al literacy: definition in section 5; recommendations in section 12). This
will put them in a position to be able to deal effectively with Al systems and
interact with them. Promoting knowledge of Al within public administration
can reduce dependence on external experts and companies, thereby
promoting autonomy. Another important point is the ethical and strategic
consideration of when and how Al systems should be implemented. Al should
primarily aim to make work processes easier and support them. The aim is
not to replace the human workforce, but to provide them with (technological)
tools that can improve their work and reduce their own workload. This
distinction is crucial in order to minimise potential fear of job losses and to

establish acceptance of Al-supported processes.
Knowledge: Introducing Al to public administration

How to handle (generative) Al in the workplace
As discussed in section 4.1, Al — and generative Al in particular — can support the work
of public administration with extensive automation. The deployment of generative Al
has already shown high potential, particularly in areas such as citizen communication via
chatbots, generating and summarising content, and software development, each of which
has led to increases in efficiency (Biegelbauer et al 2024, McKinsey & Company 2024).

However, despite its many advantages, deploying generative Al also brings
challenges with it (Schneeberger 2024b). In particular, the technology faces limits
when it comes to creating fact-based content, as generative Al sometimes provides
inaccurate information. A key issue in this regard is the potential inconsistency of
generated content. Even when large language models have been trained on verified and
trustworthy documents, they can produce dubious or even “false” results, also known as
“hallucinations”, in various different fields. What is particularly problematic is that the
texts are often linguistically and grammatically flawless and seem plausible, only for
inconsistencies to become apparent on closer consideration. Accepting content without
verifying it therefore comes with the risk of spreading unreliable information or even
information that is not legally correct.

It is also important to bear in mind that large language models on their own do
not have direct access to real-time data and cannot continuously update their knowledge

base. This means that they are limited to information that was available at the time



the model was created. To compensate for this shortcoming, generative Al services
are increasingly integrating databases and online data sources that provide up-to-date
and precise information. The quality of the output also depends on how well an area of
knowledge is represented in the training data, which means that the quality of output
in specific subject areas may not be satisfactory.

A particularly important issue is that models, in particular for generating text and
images, may contain biases, as they are based on extensive collections of web content.
These sources can reflect every conceivable form of prejudice, from insults and hate
speech to bias, racism, sexism, ideological views and the marginalisation of minorities.
The problem here is that it is only possible to search for causes and solutions to a
limited extent, as it is almost exclusively large corporations in the information technology
industry that can provide the necessary resources to generate the foundation models.
Access to the original data is usually not allowed or may not even be fully transparent,
so that conclusions about the underlying biases can only be made by analysing the
output behaviour.

Using real-time data and processing large volumes of data also raises ethical and
data protection issues. The data used to create the model often contains confidential
information. Targeted attacks are sometimes used to extract personal information,
such as credit card numbers, from large language models (Panda et al. 2024) Although
deployers of services based on large language models confirm that security measures
are in place, there is still a general risk of information leaks.

The working conditions of the people who enable functional services based
on large language models should also be considered. Firstly, the foundation models
are based on the input data, which is automatically processed in the training process
to create the model. Secondly, generative Al in particular requires additional process
steps that are in essence based on human labour to annotate text and image data. For
example, the OpenAl company employed Kenyan labourers for less than 2 dollars an
hour to deal with problematic ChatGPT output (Perrigo 2023).

Al Guidelines of the Federal Ministry of Arts, Culture, Civil Service
and Sport (BMKOS)

The deployment of (generative) Al should therefore be handled with care and should
follow certain guidelines to ensure it is used responsibly. In this regard, the Austrian
Federal Ministry of Arts, Culture, Civil Service and Sport (BMKOS) has defined 8 basic
principles for deploying digital information and design services in the public sector,
which also apply to how to handle generative Al (BMKOS 2024).# Those principles are

based on this practical manual and include the following:

4 https://oeffentlicherdienst.gv.at/verwaltungsinnovation/public-management-und-
governance/digitale-verwaltung/ki-quidelines/
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Where not defined by law or for a specific role, only use free content that raises
no concerns under (data protection) law!

When processing any personal data, check specifically that the project is allowed
by law!

Use Al as a means of support, critically question information and make decisions
yourself!

Only deploy Al in the areas in which you have specialist expertise!

Make the deployment of Al transparent and label when it is being used!

Check the quality of Al results and whether they have any ethical or moral issues,
and do not discriminate against individuals or groups!

Use Al in a targeted way and to a justifiable extent, and as ecologically and
sustainably as possible!

Always separate business use and any permitted private use!

The Vienna City Administration has also addressed the responsible use of generative

Al in its “Compass for the use of generative artificial intelligence (Al) in a work-related

context” (City of Vienna 2024)°. The guidelines emphasise how important it is to use

new technologies for administration on the basis of values and in a responsible way and

to be guided by the principles of digital humanism.

Table 2 illustrates three examples of good and bad practice for deploying generative

Al. The examples include: (1) creating creative and visual content; (2) analysing and/or

summarising content; and (3) creating content for meetings and/or projects.

5

https://digitales.wien.gv.at/ki-kompass-fuer-bedienstete-der-stadt-wien/




Table 2: Examples of good and bad practice for using generative Al

Generating creative
inspiration and visual
content

Recommended

5

» Creating non-sensitive visual content for
presentations and marketing materials.

»  Ensuring that Al-generated data/
information correctly represents the
underlying data/information.

Not recommended

&1

Using Al to create images in contexts
where visual accuracy is critical to
conveying a message (e.g. official
reports).

Analysing/summarising
content

» Creating quick analyses or summaries of
non-sensitive, publicly accessible texts/
reports/publications.

*  Checking the output is accurate
before use.

Using confidential or restricted
documents for analysis/summary by Al.

Relying exclusively on Al analyses/
summaries.

Creating content for
meetings/projects

» Creating general/generic presentations
e.g. for project plans or recurring
meetings, without disclosing internal or
unpublished information.

Stating sensitive information such as
project names, employee details or
internal content.

Recognising Al-generated content

Current advances in generative Al mean that text, images, audio and video clips can

be created effortlessly. However, these advances in technology also come with new

challenges. Actors are increasingly using the opportunities provided by generative

Al for fraudulent purposes or to spread targeted disinformation to manipulate public

opinion and undermine trust in legitimate sources of information. The ability to

recognise Al-generated content reliably is therefore becoming increasingly important for

maintaining the integrity of digital communication and identifying potential misuse early.

Deep fakes have been studied for a number of years for their potential for

misuse, which includes spreading fake news, manipulating elections, defaming

people, undermining trust in the media and much more. These risks threaten

democratic discourse and social stability and may also cause psychological

harm. To address these concerns, the EU takes a position in the Al Act and

defines deep fakes in Article 3(60) as Al-generated or manipulated images,

audio or video content that appears to be authentic and resembles existing

persons, objects, places, entities or other events. The Al Act requires
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deployers of Al systems that are used to generate deep fakes to disclose to
the public that the content has been artificially created by clearly labelling
it. However, there are two exceptions: Law enforcement agencies are not
required to disclose the use of deep fakes in the investigation of criminal
offences, and creative works (fictional, satirical, artistic) are also subject

to limited disclosure requirements. In general, the question in this regard is
whether actors with dubious intentions would actually comply with these
disclosure requirements. It is therefore all the more important that as many
people as possible have the skills to recognise fake texts, images and videos
based on certain features. Questioning information and independently

checking sources will also become increasingly essential.

Knowledge: Deep fakes

LLMs such as ChatGPT in particular have acquired the ability to generate texts that
are so sophisticated in terms of quality and structure that they can often no longer be
easy to identify as machine-generated content. It is therefore necessary to understand
certain features that the models currently still exhibit, in order to recognise Al-generated

content. Below are some basic tips for recognising Al-generated content:

Texts

Al-generated texts often exhibit repetitive patterns and lack depth. They provide
superficial information without a sophisticated understanding. This is because the models
tend to repeat similar content without the variability of human texts. Al-generated
texts may also contain logical inconsistencies or abrupt changes of topic, as Al models
may have difficulty outputting coherent narratives. The style of the content can also
frequently be overly formal and consistent, without the stylistic variety typical of human
authors. Generative Al models are also known to invent facts and sources that do not
actually exist. Such invented information may sound convincing, but on closer inspection

it is false or misleading.

Images

Images created using Al are currently still relatively easy to identify, as they often have
an artificial or comic-like style. The images are usually inaccurate when it comes to
details, such as the depiction of texture, lighting conditions and other natural elements.
A characteristic feature that can suggest an image is Al-generated is how hands are
represented. Al models still have difficulty realistically representing human fingers and
hand positions. It is also worth taking a closer look at the proportions of the objects
that are shown, as well as shading and possible distortions in the background, as these

often look unnatural on Al-generated images.



Video

When it comes to Al-generated videos, pay attention to the sequences of movement of
people and objects. There are often inconsistencies in Al-generated video, such as jerky
movement, unnatural transitions and inconsistent animations. The background can also have
telltale signs. Inconsistencies such as flickering and blurred areas, inappropriate shadows

and objects changing in the background may indicate that a video is Al-generated.

Audio

Al-generated voices have now reached a very high degree of authenticity, which makes it
particularly difficult to recognise such fake audio. Nevertheless, there are certain acoustic
features that may indicate the audio is Al-generated. A metallic, monotonous voice or
unnaturally even intonation can suggest that the voice has been Al-generated. Incorrect
pronunciation, unusual emphasis and a mechanical manner of speaking can also indicate
that the voice is Al-generated. Unnatural noises and delays in articulation that disrupt the

natural flow of speech can also indicate that the audio is machine-generated.

Other helpful tips on recognising Al-generated content are provided on the Austrian ICT
Security Portal? It also suggests useful digital tools that can help identify Al-generated

text, images and video.

As Al is developed further, it is becoming increasingly difficult to recognise fakes
reliably. A special case involves what are known as “hybrid fakes”, which use
some real elements that are presented in a new, fake context. Hybrid fakes are
particularly difficult to spot because they are based on real events and images
that are mixed together with new, false information. It will therefore become
increasingly important in future not to blindly trust content on the Internet.
Instead, it will always be necessary to query the plausibility and context of the
information critically and check whether the facts presented are consistent in

their entirety.
Knowledge: Hybrid threats from Al-generated fake news
7.2 Al in public administration and its impact
on the public
The deployment of Al applications in public administration does not just impact administrative
staff, but the general public as well. One reason for this is that deploying Al in public

administration leads to the introduction of new and automated services and/or ways of

6  https://www.onlinesicherheit.gv.at/Services/News/Kl-Inhalte-erkennen.html
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processing cases for citizens. Examples of this in Austria include the “Digitales Amt”
app, the Business Service Portal and “FinanzOnline”. In this regard, the responsibility
of public administration to mediate between citizens and politics is crucial. Trust,
acceptance and legitimacy are important factors to this end. Ethical considerations,
including transparency, fairness and data protection, are also important. Assessing the
impact of Al on citizens, determining the added value for citizens and clarifying ethical
issues must therefore be prioritised before Al is deployed.

When it comes to added value for citizens, the following benefits of deploying

Al in public administration in particular can be highlighted:

(1) Interaction and communication with citizens

Introducing Al in public administration can change and, potentially, improve the way
administrative services interact with citizens. In particular, virtual assistants can help
citizens access information and services more efficiently and get answers to their

questions more quickly.

In Finland, the Finnish Immigration Service (Migri) has introduced an

Al chatbot called Kamu. Kamu answers specific questions to make the
immigration process for foreign citizens easier. If Kamu does not understand
a particular question, users are given the option of forwarding the question
directly to a member of staff, who then also has access to the chat log. The

chatbot is available in English and Finnish.
Use case: Kamu chatbot in Finland

(2) Efficiency and personalisation

Al can automate routine tasks, reducing manual work for administrative staff and leading
to faster service delivery for citizens. Al can also help identify the needs of individual
citizens more quickly to provide personalised services. For example, Al has the potential
to improve social care by recognising vulnerable people with special needs early and
providing them with customised support. By analysing various data sources, Al algorithms

can quickly and efficiently help identify the individuals who need support.

(3) Accessibility and equal opportunities
Al can help make public services more accessible to citizens living in remote areas, such
as by providing administrative services remotely. Al applications can also support citizens,

such as when completing forms or to overcome language barriers when making enquiries.

7 Kamu chatbot | Finnish Immigration Service (migri.fi)




In addition to its many benefits, the ongoing development of Al also harbours
the potential to create or reinforce a digital divide. The digital divide describes
a significant discrepancy between people who become proficient in new
technologies and people who do not. Unfortunately, this divide contributes

to exacerbating existing social inequalities and further marginalising certain
groups in society. To avoid the undesirable consequences of this scenario, the
public has to be equipped with the necessary skills to make optimum use of
Al applications. Al literacy plays a central role in this regard, as it ensures that
the individual is not disproportionately disadvantaged. Al literacy not only
covers an understanding of basic Al concepts, but also cultivates the critical

thinking skills necessary to use Al-based technologies effectively.
Knowledge: Bridging the digital divide via Al literacy among the public

Issues of trust/acceptance

A major issue when it comes to citizens' trust in public Al applications is that Al lacks
democratic accountability (Starke and Liinich 2020). Transparency and traceability for
Al-based actions and decisions are key factors in this regard. This is because trust in
the processes of public administration is created on a basic level when citizens are given
appropriate reasons for the decisions made by the public administration. Introducing
algorithmic decision support also potentially reduces the human ability to adapt and
react to precarious situations. Al lacks the contextual understanding and situational
adaptability that humans possess (Aoki 2020). This limitation can have far-reaching
consequences, particularly in sensitive and critical scenarios where human judgement
and flexibility are important.

The question of protecting privacy also arises in the context of deploying Al in
public administration Public administration holds extensive data on citizens, so that —
even in compliance with data protection regulations — the mere fact that personal data
is processed by Al applications can cause concern among the public.

Although using data can help improve public administration services, the risk
of breaches of privacy must be taken into account. Fundamentally, citizens often do
not know which of their data is being used in Al applications and how, raising serious
concerns about compliance with data protection regulations (Madan and Ashok 2022).

The less the population is informed about the Al applications that are deployed
and the less they understand how they work, the less trust they have in such Al-based
applications. As trust issues always lead to acceptance issues when introducing new
technologies such as Al, it is important to understand the reasons for the acceptance
or rejection of Al in public administration; ultimately, this supports how Al applications

are designed and introduced in the public sector.
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Recommendations

Below, we set out a series of recommendations that will help public administration
to promote the acceptance of Al-based services and thus facilitate the deployment
of Al applications for public services. These recommendations should be treated as
complementary to following the general guiding principles (such as transparency,
safety, accountability, avoidance of bias, etc.) for the development and deployment of
trustworthy Al. The recommendations briefly discussed below are, firstly, Co-creation and
participation to promote involvement of citizens in the development of Al applications
and the acceptance of and compliance with ethical standards. Secondly, User-friendliness
and Al literacy for the public is designed to create transparency and contribute to the
understanding of Al applications to promote equal opportunities and digital literacy in
public services. And finally, Opt-in and opt-out options give citizens the opportunity to

accept (opt into) or reject (opt out of) Al-based services.

Co-creation and participation

Working with as many interest groups as possible is considered key to the acceptance of
Al applications (Madan and Ashok 2022; Gesk and Leyer 2022). By involving the general
public in particular, the public administration can ensure that Al systems meet the needs
of society and are in line with public values and objectives. Pilot projects and real labs/
sandboxes (for more on this, see section 12) can be a useful framework for co-creation
and participation in public administration. They provide a safe and controlled environment
in which to experiment with Al applications, test assumptions and involve citizens in the
development process, allowing skills and knowledge to handle Al applications to grow,

while also raising awareness of potential ethical and legal issues.

User-friendliness and Al literacy for the public
If Al applications are deployed for public administration services, it is first necessary to
ensure that the Al application and its potential interaction with citizens is presented in a
transparent, simple and comprehensible way. This can be done via simple explanations of the
advantages and disadvantages of using Al, such as on online public administration portals.
To guarantee equal opportunities for all citizens when deploying Al application,
initiatives could be launched with the aim of expanding public knowledge about Al
technologies and applications. One example is the Digital Skills Initiative (DKO) by the
Federal Chancellery (BKA), the Federal Ministry of Finance (BMF), the Federal Ministry
of Arts, Culture, Civil Service and Sport (BMKOS), the Federal Ministry of Economics and
Labour (BMWA) and the Federal Ministry of Education, Science and Research (BMBWF),
which aims to increase the basic digital skills of citizens and strengthen IT skills for the
economic sector in a targeted manner. Ministries, federal provinces, social partners,
cities and municipalities, companies and education providers are to work together with
strategic coordination on the digital skills with academic support. A key project under the
Digital Skills Initiative is the Austrian digital competence model: DigComp 2.3 AT, which
was presented in 2023 under the European DigComp 2.1 framework. The DigComp 2.1



framework is a document published by the European Commission that covers the topic
of digital skills of citizens and describes the specific content of digital skills.

On this basis, the Austrian Framework of Reference for Digital Competence
was published in November 2024. In 2025, the focus of the further development of
skills models in both Austria and Europe is on Al literacy. The aim is to develop learning
outcomes that make Al literacy more tangible and measurable.

Building Al literacy among citizens is also an important focus of the Digital Skills
Initiative for the coming years. An Al literacy programme is being developed for this
purpose, which builds on workshops already established for basic digital literacy among the
public. The aim is to give citizens the skills to make informed decisions about Al systems

and, among other things, to create a basis for Al systems in e-government applications.

Opt-in and opt-out options

Another important recommendation is to provide opt-in and opt-out options for citizens
when they use Al-based services. Opt-in or opt-out options allow citizens to decide to
opt out of automated services and use the assistance of human administrative staff
instead. This approach ensures that citizens retain control over their privacy and can
get personalised support when needed. The public administration should also ensure
that citizens are informed of their right to opt out of Al-based services. This can be
done by providing clear information about the opt-in or opt-out, such as via user-friendly

interfaces.

7.3 Al and ecology

The discussion on the development of sustainable Al systems (“sustainable Al”) looks
at the impact of Al systems on people and the environment in terms of ethical and
responsible Al (Coeckelbergh 2021). This involves the question of what impact and
what ethical issues are associated with developing and using Al systems. In the past
decade, data-driven machine learning methods in particular have become widespread
in artificial intelligence. The successes in various different areas of application, such as
medical diagnosis and the development of new drugs in healthcare, autonomous driving
systems, image recognition and automatic translation, have raised high expectations
and resulted in substantial private investment.® However, given the considerable amount
of resources required to manufacture and use these systems, ecological issues have
also increasingly come into the focus of public attention in recent years (Hacker 2024).

One example of the carbon footprint from creating statistical language models

is the use of multiple interconnected computers (known as computer clusters) and

8 In the USA alone, total private investment in Al was EUR 62.5 billion in 2023, followed by
China with EUR 7.3 billion; the EU and the United Kingdom (UK) together attracted private
investment worth EUR 9 billion in 2023 (Madiega et al. 2024).
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data centres to process and analyse large volumes of text data. To create the models,

machine learning often involves repeatedly testing many different variants of the model

and the algorithms to achieve an optimum result. However, each of these test runs

requires substantial computing power, leads to high energy consumption and therefore

to increased greenhouse gas emissions.

According to a study by the University of Massachusetts Amherst (Strubell

et al. 2019), the ecological footprint of training several large Al models for

speech recognition is approximately 284 tonnes of CO,.

Comparison of CO, emissions
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Figure 6: Comparison of the greenhouse gas emissions of a flight, the average annual
life of a person in the USA, a car during its lifetime and creating an Al model

Source: Study by the University of Massachusetts Amherst (Strubell et al. 2019).

This looked specifically at statistical models for natural language processing (BERT

language model; see Devlin et al. 2018).

The CO2 emissions for developing a language model are almost five times the emissions

of an average American car (including manufacturing the car), calculated over one year.

Use case: The CO, footprint of Al, taking language models as an example

However, the energy required to create models represents only part of the total

consumption of resources from developing and using Al systems.

Operating an Al system requires energy and resources for the hardware infrastructure

(maintenance; cooling) from the development stage to operating and decommissioning the



service (Rohde et al. 2021, 43). Extracting raw materials and manufacturing the required
hardware is also associated with significant environmental impact.

Assessing the impact on the environment therefore requires a comprehensive
assessment of the services, taking into account both the energy- and resource-intensive
creation of the models at the data centre and the server capacities for using the services.

Specifically, this concerns the following aspects:

« Resources required for multiple training runs, i.e. the computing power needed to
train Al models, in particular for complex and large datasets.

*  Processes for generating responses and performing complex tasks that require
graphics processing units (GPUs).

« User interfaces for users, which are often provided via a web hosting
infrastructure.

« Transmitting data over networks, in particular for data-intensive applications.

+ End devices used by users and the power consumption of their devices.

+  Expenses incurred from decommissioning an Al service, e.g. for disposal and
recycling.

* The lifecycle of the hardware, i.e. the entire service life of IT hardware, including
its manufacture, use and disposal.

« The type of energy sources used to supply power and to cool data centres.

Graphics processing units (GPUs) are specialised computer chips that have
been developed for rapidly processing and displaying graphics. They have
many parallel computing units that mean they can process large volumes
of data and complex calculations in parallel. Both when creating and using
generative Al, it is necessary to run a very large number of calculations,

normally on special graphics processing units (GPUs).
Knowledge: Graphics processing units (GPUs)

The Hugging Face company has publicly stated that the resource consumption
for training its BLOOM model amounted to 25 tonnes of CO, and, including
infrastructure, to 50 tonnes of CO, (Luccioni et al. 2022). And in a recent study, a
French research team looks at the resource consumption over the entire lifecycle
of a generative Al service using the “Stable Diffusion” Al image generator as an
example (Stable Diffusion was developed as an open source project by researchers
at the Ludwig Maximilian University of Munich using training data from non-profit
organisations; www.diffus.me). The study found that the service consumes 360 tonnes
of CO, equivalents (CO,e) over the course of a year. It also compares the resource
consumption in terms of the rare raw materials as equivalent to the impact on

metal scarcity of producing 5,659 smartphones and estimates the energy footprint

57



58

as 2.48 gigawatt hours (Berthelot et al. 2024), which is equivalent to the average
annual consumption of 71 households in Vienna.’ For the purpose of comprehensively
assessing the environmental impact caused by Al services, the research team
therefore proposes a Life Cycle Assessment (LCA) that takes into account the entire
range of environmental impacts attributable to an Al product or service (Berthelot
et al. 2024).

In a recent report on the climate impact and sustainability of Al services,
MIT researchers were critical of the fact that current efforts to develop and operate
sustainable Al services largely focus on improving the efficiency of data centres
and the expected reduction in energy consumption, but the bottom line is that the
demand for computing power is constantly expanding, including higher demand for
resources (Bashir et al. 2024). This is consistent with the argument that it may be
precisely the efficiency gains achieved by improving hardware, algorithms and software
architecture that generate increased demand, which is also associated with Jevons'’
paradox, according to which technical progress that allows the more efficient use of
a raw material ultimately leads to an increase in the use of this raw material rather
than a decrease (de Vries 2023).

9  Source: Statistics Austria, https://www.wien.gv.at/spezial /energiebericht/energie-von-der-
gewinnung-bis-zur-nutzung/energieverbrauch-eines-wiener-haushalts/




Developing and using Al services depends to a large extent on the availability
of high-performance data centres. On this point, Masanet et al. note that
global data centre energy use is estimated to have risen from 194 TWh in
2010 to 205 TWh in 2018, and finally to 460 TWh in 2022 (Masanet et al.
2020). According to a report by the International Energy Agency, the global
electricity consumption of data centres will be between 620 TWh and

1,050 TWh in 2026 (specific estimate: 800 TWh) (IEA 2024).

Energy consumption of data centres worldwide
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Figure 7: The growth in global energy demand of data centres with forecast for 2026,
according to the International Energy Agency (IEA)

It must be assumed that the increasing demand for Al will significantly boost

this trend.

Use case: The growth in the energy consumption of data centres

To make appropriate and targeted regulation of Al services possible, the researchers propose
a comprehensive and comparative evaluation capability that weighs the potential societal
benefits of generative Al against the costs of its unfettered growth (Bashir et al. 2024, 5).

The energy consumption of generative Al services in particular is receiving
increased attention, given the expected increase in demand (see e.g. Berthelot et
al. 2024). Fully integrating LLM-based generative Al to answer queries formulated in
natural language would significantly increase energy consumption. In an interview,
Chairman John Hennessy of Alphabet — the parent company that owns Google and
other companies — told Reuters that integrating generative Al could cost around ten
times as much as a standard keyword search (Dastin and Nellis 2023). It should be

noted that Google currently processes around 9 billion searches daily, and that Al of
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the kind provided by OpenAl’'s ChatGPT would require over 500,000 of NVIDIA's A100
HGX' servers, totalling over 4 million GPUs, for integration into Google (de Vries 2024,
2192) - an order of magnitude that is currently impossible to achieve, even given the
investment power of large IT corporations. In addition, the hardware required for this,
which is currently mainly provided by NVIDIA in the form of GPUs, with a market share
of over 90 %, cannot be supplied on such a scale in the short term (de Vries 2024, 2193).

Only rough estimates are available of the proportion of energy use that can be
attributed to creating and using Al. Relevant data is mostly based on self-reporting by
companies, such as the fact that Google has been able to keep the share of machine
learning — or Al more broadly — in total energy consumption below 15% via its own
energy efficiency measures (Patterson et al. 2022).

Regardless of such measures, however, it can be assumed that developing and
using Al systems in many areas of application is undertaken without consideration for
environmental sustainability (Rohde et al. 2021, 20), and that the focus is on technological
innovation and increased efficiency.

A number of measures and decisions, which can also be influenced or managed
by public administration, have the potential to reduce resource consumption and thereby

at least mitigate the negative impact on the environment:

 If final optimisation of an algorithm only achieves a slight improvement and the
energy and resources that are required are disproportionately high at the same
time, the level of accuracy that is actually required in the use case in question
should be considered. Energy and resources can be saved at both tender and
development stage by restricting the accuracy required.

+ Creating generalised models, findings and results provided free of charge
(open access) and a culture of sharing makes transferability to new use cases
and ensures that they can be reused by other organisations, which comes with
considerable potential for saving energy and resources. Developing a strategy
and internal guidelines on the publication and sharing of findings and results can
promote synergies between organisations in public administration.

* When planning the introduction of an Al solution, the forms of cooperation and
use of technical infrastructure at local, national, international and European
level should be assessed, so that resources can be shared, expertise pooled and
standards created.

+ Deploying certified data centres that can demonstrate an environmental approach
in terms of energy efficiency and that pay attention to the use of alternative forms
of energy (solar, wind, etc.) in the energy mix is also relevant. Such data centres may

be defined as a condition in public tenders for the procurement of Al systems.

10 The unit price of an HGX server varies depending on the configuration, provider, region
and specific requirements, but with multiple A100 GPUs, cooling, CPU, memory and other
components, it can currently cost between 100,000.00 and 300,000.00 euros.



The public administration has the opportunity here to set high environmental standards
for the development and deployment of Al systems, such as by defining and applying
mandatory criteria for the public procurement of these systems.

In this regard, UNESCO has advocated in its Recommendation on the Ethics of
Artificial Intelligence that its member states should pay particular attention to the impact
on the environment when selecting Al methods, given the potential data-intensive or
resource-intensive character of the technologies (UNESCO 2022, 31). Technologies with
better data, energy and resource efficiency should also be favoured and Al technologies
should not be deployed if there is a risk of disproportionate negative impacts on the
environment (UNESCO 2022, 31).

7.4 Digital sovereignty in public administration

In general, the term “digital sovereignty” refers to the ability of a state or organisation
to make autonomous decisions about the technology infrastructure or the use of such
infrastructure without being restricted in such decision-making by external actors. For
public administration, this means the ability to design digital services and processes
independently, retaining control over its data, systems and technologies, while protecting
the interests of citizens and public institutions. Digital sovereignty is the basis for
competent and trustworthy action by the public administration. A key management
tool for safeguarding digital sovereignty is public procurement, which can be a way to
avoid excessive dependence on single external providers.

Within the framework of political objectives and the rule of law, the public
administration should be able to decide which services are provided to citizens, in
what form and over what period of time. External dependencies pose a risk in terms of
the continuity, reliability and quality of the service. It is therefore important to build
independent knowledge and experience of the development and deployment of Al
technologies. In general, one-sided dependence on individual countries, organisations
or companies stands in the way of technology sovereignty (Rat fir Forschung und
Technologieentwicklung 2021). This applies in particular to non-democratic states,
which may under certain circumstances be less reliable as cooperation partners
in a crisis.

In the EU, discussion on this point has been promoted via the “2030 Digital
Compass: the European way for the Digital Decade” document and the matching focus
Cluster in the European Horizon Europe framework research programme (Cluster 4:
Digital, Industry and Space). Various steps are also being taken towards creating an
industrial strategy, such as the European Chips Act (ECA) and the Data Governance
Act (DGA).

Potential instruments for digital sovereignty include promoting innovative public

procurement, influencing standardisation processes, favouring and actively supporting
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open source software and hardware, and strengthening European processes and
multilateralism at international level to avoid monopolies (Edler et al. 2020).

Establishing data sovereignty is also a sensible step, as data is the basis both for
digitalisation and for Al applications. Of particular importance in this regard is robust
public administration data infrastructure in terms of collection, storage and management
of large volumes of data (while also safeguarding privacy and security).

Al literacy is also vitally important here when it comes to digitalisation and Al. This
can be achieved via training programmes at various different levels (see recommendations
in section 12). Certification of data and of Al models can support digital and/or data

sovereignty (for more about certifications, see also section 12).

7.5 Procurement

The greatest impact when strengthening digital sovereignty can be achieved by
specifying conditions and defining criteria that are to be met for procurement
processes.

The Austrian Al strategy “AIM AT 2030" identifies procurement as an “important
strategic instrument [...] that can be used to accelerate and transfer innovations to the
market”.

For example, the state can act as a consumer for ethical and trustworthy Al,
thereby defining markets, setting standards and increasing its efficiency. At the same
time, innovative solutions created by start-ups, new companies and small businesses
will benefit from this (BMK and BMDW 2021, 56). Public administration can act as a role
model in its public procurement role.

However, to procure Al responsibly, administrative staff must have the
knowledge and resources necessary for such a procurement process. When procuring
Al applications for Al projects, the innovation-promoting public procurement service
centre (PPPI Service Centre) is a point of contact for administrative staff. In addition
to the Austrian Federal Public Procurement Act (BVergG), the PPPI Service Centre’s
white paper (PPPI 2021) also provides initial guidance in this regard. Important ethical
principles, as set out in the “List of criteria and measures for ethical Al in public
administration” (List of Criteria) (see section 10.2), should also be considered for Al
applications right from the start of development processes, as part of, for example,

the Ethics by Design approach.

The Ethics by Design methodology involves taking potential ethical concerns
into account from the start and at all stages of Al. It is intended to prevent
developers, ethicists, social scientists and public procurers and/or users

from working in isolation from each other and only going through an ethics



checklist at the end of an Al system development process. Ethics thus
becomes a central part of the planning, development and deployment of Al.
More details on this methodology are available in the EU Al research guide
“Ethics By Design and Ethics of Use Approaches for Artificial Intelligence”

(European Commission 2021a).
Knowledge: Ethics by Design

Amsterdam is an example of good practice when it comes to procurement by public
administration. When purchasing Al applications, the City of Amsterdam contractually
defines a framework for the information that providers must provide. This means that the
City can assess the quality and risks of applications without the provider being forced
to disclose confidential business information. There are three types of information that

are agreed with the provider in the terms of the contract:

+ Technical transparency: insights into how the Al application works.

*  Process transparency: information about the purpose, the development process
including the data used and the measures for quality assurance and risk
minimisation.

« Explainability: transparent presentation of Al decision-making processes so that,
for example, citizens can take legal action against Al-generated decision-making

proposals, if necessary.

However, the type of information that can be provided and requested also depends
on the type of Al system to be procured. The Digital Regulation Cooperation Forum
(DRCF), which brings together four UK regulators in the digital sector, lists the following

forms of procurement of algorithmic systems in its 2023 report on Transparency in the

procurement of algorithmic systems (the “Al Procurement Report”)™

* A buyer procuring an ‘off-the-shelf’ system that is ready to be deployed
(“standard system”).

* A buyer providing data for a provider's model to produce an output for the buyer.

« A provider providing tools that enable the buyer to develop its own algorithmic
systems (e.g. “no code” or “low code” solutions). These tools can allow personnel
with limited coding expertise to develop their own systems.

* A provider providing datasets to the buyer, which can be used to train its own
algorithmic systems.

* A buyer using open-source, free-to-use algorithmic systems.

11 https://www.gov.uk/government/publications/transparency-in-the-procurement-of-
algorithmic-systems-findings-from-our-workshops
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If general-purpose Al (GPAI) models are procured that can be integrated into Al systems,
the Al Act requires providers to make technical documentation available to the authorities
as well as a summary about the data used for training (Article 53(1) Al Act). Providers
of high-risk Al systems must in turn provide deployers with detailed instructions for use
(Article 13 Al Act). The instructions for use should, among other things, help deployers
select the right system for them, understand the intended and excluded purposes of the
application and use the system correctly. To improve the readability and accessibility
of the information contained in the instructions for use, explanatory examples should
be included where appropriate, for example on the limitations and the intended and

excluded uses of the Al system.

General recommendations for preparing and planning procurement
processes for Al applications
The procurement of Al systems poses a particular challenge for public administration,
as a wide range of legal, ethical and technical issues must be taken into account.
Examples of procurement processes for Al solutions come from the Netherlands,
as described above, the US (Hickok 2024) and the UK, where the Cabinet Office, the
Office for Artificial Intelligence (OAI) and the World Economic Forum' have published
joint Procurement Guidelines that provide a set of guiding principles for the procurement
of Al technologies as well as insights into how to overcome challenges that may arise
in the course of procurement. Based on those proposals, four key recommendations
can be defined that should be considered when planning and preparing procurement

processes for Al applications in public administration.

1. Define targeted requirements for deployment of the Al application

The first step in the procurement process is to define the need for the Al system clearly
and to formulate precise requirements. A precise definition of the problem is the basis for
successful Al projects. The problems that are to be solved and the objectives achieved
by deploying the Al application must be clarified. For example, a department might need
an Al system that analyses large volumes of data to support decision-making processes.
Requirements can be derived from the problem statement and described in detail in
order to avoid misunderstanding and establish a basis for selecting the right system.
An inaccurate or incomplete analysis of requirements increases the risk of unsuccessful
procurement. It must also be clear what system integration requirements would be
necessary for the Al system to be embedded in existing internal IT structures. All the

requirements together should ideally be recorded in a requirements specification.

12 https://www3.weforum.org/docs/WEF Al Procurement in_a Box Al Government
Procurement Guidelines 2020.pdf




2. Define ethical design criteria

When procuring Al systems that are developed externally, there is a risk of “vendor
lock-in". This risk arises when use of an Al system is heavily dependent on one provider (or
vendor) and runs on non-transparent “black box” algorithms. “Black box” algorithms make
decisions based on processes and/or data that are not fully visible or comprehensible
to users. This scenario makes it difficult to understand how the Al system arrives at its
output or how it uses the input data. To reduce this risk, clear ethical design criteria
must be defined. It must be possible for the public procurer and the users to understand
how the Al system works. For example, when it comes to automated decision support
by the Al system, the factors that have contributed to the output of the Al system
should be clear.

Following this example, access to source code (i.e. the underlying and
comprehensible instructions of an Al application) of purchased Al applications is
important in order to fulfil the transparency criterion. Design criteria such as transparency
and traceability can be derived from the ethical principles of the High-Level Expert Group,
for example (HLEG 2018, 2019). The “List of criteria and measures for ethical Al in public
administration” (List of Criteria) or the checklist for ethical Al in public administration
can also be used to define design specifications.

It should also be possible for ethics audits of the Al systems that are used in
public administration to be run by organisations with relevant expertise together with
the relevant departments, without causing loss to the providing company through the

disclosure of trade secrets.

3. Clarify the legal framework
Public procurement law covers all the rules and regulations that the public sector must
now follow when purchasing goods and services and when awarding concessions. If a
public body wants to procure Al software/systems that it intends to deploy at a later
date, the requirements of procurement law must be observed. In addition, since GDPR
came into force, it has been essential to take data protection into account (such as
“privacy by design”) when drawing up the tender documents in preparation for the
subsequent performance of the contract. In future, this will also be the case for the
requirements of the Al Act.

The specification should therefore include fulfilling the requirements of GDPR
and the Al Act.

4. Create a data governance plan

Data is the basis of the vast majority of Al systems. A data management plan is therefore
an essential part of preparing for the procurement and deployment of an Al system. A
data governance plan should define the data sources that are used for the Al system and
the requirements in terms of data quality. Data must be audited for biases and omissions,
as these have a direct influence on the decisions and output of the Al system. Biased

data leads to incorrect or unfair output/decisions, which is why measures to guarantee
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the quality of the data are a key part of the procurement process. The fact that data
always has a certain level of bias should be kept in mind, which means the acceptable
level of bias should therefore be clearly defined with the provider. It is also necessary
to specify who has access to the data and the conditions governing access. This applies
not only to protection against unauthorised access, but also to the question of how data
is handled internally and vis-a-vis providers. In this regard, data protection regulations
must be observed, in particular GDPR (see section 8.2). A carefully considered data
governance plan therefore helps ensure that the Al system accesses reliable and high-

quality data and that processes are guaranteed to be compliant with data protection.

Although collaboration between Al developers and public administration is
still relatively new, there are examples where they have worked together
successfully, e.g. in Germany. For example, the Al start-up Aleph Alpha has
developed an Al-based text assistant called “F13” with the state government
of Baden-Wiirttemberg on the “InnoLab_bw" platform, which is intended

to support and reduce the workload of administrative staff on daily tasks,
such as assisted research functions, text summaries and producing certain
types of text. Aleph Alpha has also signed a framework agreement with the
state government of Bavaria to jointly develop Al systems for administrative

purposes.

Use case: Cooperation between Al developers and public administration



8 The Legal Framework

Section 8 provides an overview of the legal framework for public administration and the
deployment of Al. First, the vital role of law as the basis for administrative action (set
out in detail in Mayrhofer and Parycek 2022; Scheichenbauer and Rothmund-Burgwall
2024) is highlighted and the principle of legality is discussed. The section then looks
at the General Data Protection Regulation (GDPR), which is a key EU regulation for the
protection of personal data, and provides an example use case of how to handle data
responsibly. This section also introduces the Al Act, which is designed to create a legal
framework specifically for the use of Al in the EU. At national level, the Al strategy
“Artificial Intelligence Mission Austria 2030" (AIM AT 2030) is also key to understanding
the objectives and expectations of the Austrian federal government. There is also brief
mention of some key EU standards, such as the Product Liability Directive (PLD) and the
Data Governance Act (DGA), which have been adopted to ensure liability/accountability,

safety and protection in the member states when it comes to digitalisation.

The governance instruments described above, such as GDPR, the Al Act
and the Austrian Al strategy, can be divided into “soft law” and “hard law”
instruments. “Hard law” means legally binding standards, such as acts and
regulations (see section 8), while “soft law” means guidance documents,
guides, strategies and declarations of intent that are not legally binding,
but are nevertheless often relevant when it comes to interpretation and

implementation (see section 9).

Definition: “soft law” and “hard law”

8.1 The basis for administrative action

Regardless of the fact that such knowledge is most likely not new to readers or users
from public administration, the basis of administrative action is discussed below for the
sake of completeness.

Administrative action is based on the rule of law and always rests on a legal
foundation, but not every single administrative action is predefined in detail in law. There
are different understandings of the role of public administration, either as an exclusively
executive body or as an autonomous body.

The central importance of law as a basis for action is often referred to as
the principle of legality (cf. Article 18(1) Austrian Federal Constitutional Act (B-VG)).
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This means that administrative action must be determined by the legislator in terms of
both content and form.

At the same time, the majority of administrative action is not directly described
in legislation. The public administration does not directly enforce statutory provisions,
but does not act in a legal vacuum either; instead, it adheres to general rule-of-law
principles or acts based on generally defined tasks (Raschauer 2021).

There is also scope for discretionary decisions, i.e. where there are no binding
rules and authorities have free discretion within the meaning of the law (Raschauer 2021).

Administrative action can also be subdivided into sovereign acts in the narrower
sense, i.e. type-specific administrative action, such as decisions, instructions, regulations
(i.e. the practical application of the state’s decision-making power vis-a-vis citizens in
a specific legal matter), and simple sovereign administrative action. Simple sovereign
administrative action means action by administrative bodies that is not based on
sovereign acts in the narrower sense, but which have a connection to the sovereign
administration of the state. The latter is also known as “informal administrative action”.

It is disputed whether “simple sovereign administrative action” falls under
Article 18(1) B-VG, as the relevant literature takes this view in some cases (Stéger
2014; Feik 2007; Karkulik 2014), opposes this view (Adamovich-Funk 1987), or takes
a differentiated perspective depending on the specific form of simple sovereign
administration (Mérth 2020). One opinion (Berka 2021) is that “informal administrative
action” is subject to reduced specificity requirements and lower intensity. However,
interference in fundamental rights should be an exception, generally requiring separate
investigation and justification (Scheichenbauer and Seidl 2022). It is precisely at this
point that the discussion around the legal framework for digitalising public administration
begins; fundamental freedoms such as the right to privacy are potentially at risk when
deploying new technologies, particularly because of the opportunities for automated
data processing, and are of particular importance when it comes to administrative action.

Therefore, if deployment of Al systems by public authorities has an impact
on the protection of a fundamental right, it must be measured against the standard
for fundamental rights. This also applies to simple sovereign administrative action
or administrative action that precedes or follows external administrative action
(Scheichenbauer and Seidl 2022), which can also include Al systems and thus counts
as simple sovereign administrative action (Schneeberger 2024a). In these cases,
legal protection must therefore be guaranteed in conjunction with Article 18 B-VG
and the principle of the rule of law, and a clearly determined legal basis is required
(Scheichenbauer and Seidl 2022).

The scenario may be different if an authority is acting within the framework of
private sector administration, in which case neither the principle of legality nor increased
obligation to state reasons apply. Private sector administration is understood to mean
the performance of state tasks via actions under private law, such as by concluding civil

law contracts with private companies.



Nevertheless, it can be assumed that Al systems in public administration are
generally subject to the rule of law (under EU law), even if the specific Austrian principle
of legality does not apply, as is evident from the Ethics Guidelines for Trustworthy
Artificial Intelligence (Al HLEG 2019), for example.

This emphasises the importance of the principle of the rule of law under EU
law, which includes the principle of legality for public administration, the principle of
legal clarity, the principle of proportionality and the principle of legal certainty, and
must therefore be complied with in any case. It may be necessary to draw on ethical
principles and standards that go beyond the law in order to cover any legal vacuum or
regulatory gaps with regard to using innovative Al technology in public administration.

Where there is a low level of regulation in a particular area, for example because
of the rapid development of technologies, administrative action can also be based on
“soft law”, e.g. strategies and guidance documents, such as the Austrian Al strategy
and this practical manual.

In fact, the deployment of Al must be viewed in the context of the specific
general political conditions of instructions and requirements for public administration.
Public administration is under pressure to meet growing demands in terms of quality
and quantity with increasingly fewer staff. Society’s demands on public administration
are also changing in the course of the ongoing digitalisation of everyday life. Al is
therefore often used where limited resources can be deployed more effectively to fulfil

administrative tasks.

8.2 General Data Protection Regulation

The EU’s General Data Protection Regulation (GDPR) has been in force as a directly
applicable EU Regulation in all EU Member States since 25 May 2018. However, the
Regulation also has what are known as “opening clauses” that allow some discretion at
national level. To supplement GDPR, the Austrian Data Protection Act 2000 was amended
by the Data Protection Amendment Act 2018 and the Data Protection Deregulation Act.
Both amendments are now contained in the currently valid Austrian Data Protection
Act (DSG).

GDPR generally applies when personal data is processed. Conversely, this means
that data processing that is not linked to a person or simply has no connection to a
person does not fall under the provisions of GDPR.

Processing data means the collection, recording, organisation, structuring,
storage, retrieval, consultation, use, disclosure by transmission, dissemination or
otherwise making available, alignment or combination, restriction, erasure or destruction
of data. The natural or legal person who collects and processes the data is the data
controller. As a general principle, it can be assumed that any processing of personal
data by employees within the sphere of work of an organisation is carried out under the

control of that organisation. In exceptional situations, however, employees may decide
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to use personal data for their own purposes, thereby unlawfully exceeding the authority

they have been given and thereby becoming data controllers themselves.

It is important to emphasise that data protection requirements are primarily
directed at the relevant data controller. Under GDPR, controller means the natural or
legal person, public authority, agency or other body which, alone or jointly with others,
determines the purposes and means of the processing of personal data (cf. Article 4(7)
GDPR).

For data processing, a number of key principles must be observed, such as the
principles of lawfulness and data minimisation.

The principle of lawfulness states that data storage requires a legal basis,
statutory or contractual. An alternative is to obtain consent, which must be given
voluntarily.

The principle of data minimisation stipulates that only data that is relevant in
relation to the legal basis may be stored. The question to be asked is therefore: What
is the purpose of storing data?

As soon as the purpose and legal basis for storage not longer apply, the data
must also be erased (deleted), e.g. if a contract for which data has been stored expires.
There are exceptions that provide for data storage for several years even after the end
of a contract.

The obligations of the data controller (this is usually an authority, organisation
or other body that decides on processing of the data) are as follows:

+ Data subjects whose data is stored must at all times have the right of access to
their own data. The data controller is also responsible for informing data subjects
about processing activities and ensuring their other data protection rights
(e.g. where relevant: erasure, rectification, restriction of processing,
withdrawal of consent).

+ IT systems used for storage must be resilient and confidential, e.g. they are
equipped with firewalls, antivirus protection and data backups.

* For data access, employees must act responsibly and be trained to handle data.

* In the case of a personal data breach, data subjects and/or the supervisory
authority must be notified where necessary, and further harm must be prevented.

« Data management may be outsourced by contract, whereby data protection and
security — in particular data secrecy, confidentiality obligations and other secrecy

requirements — must be guaranteed and verified by the data controller.

There are also data protection officers at the ministries who should be contacted for
specific use cases and who can provide information about the measures necessary in

the ministerial context.

13  https://www.edpb.europa.eu/system/files/2023-10/EDPB_guidelines 202007
controllerprocessor final en.pdf




A department in a ministry wants to collect data from citizens who visit the
website for an activity undertaken by this department, with the purpose

of designing the website to include more target group-specific content.

To collect data about age, place of residence, occupation and reason for
accessing the website, a question appears on the screen when the website is
clicked on, allowing citizens to agree or decline to take part. Consent must be
given using a form that confirms compliance with the General Data Protection
Regulation, the Austrian Data Protection Act and any relevant laws. The

department itself has no way to store data.

Is the described approach GDPR-compliant?

Relevant points of reference are discussed below.

How should personal data be handled? If the ministry collects personal

data from citizens but cannot store the data itself, it must still be possible
to store the data securely. For this purpose, the ministry can outsource the
personal data to a data processing company to be stored on its behalf, in
which case a data processing agreement must be concluded between the IT
service provider and the ministry. Among other things, data subjects must be
informed and their consent must be obtained. In addition to the information

that must be provided, the right to withdraw consent must also be observed.

Administrative staff are required to pay particular attention to implementing
appropriate technical and organisational measures within the meaning of
Article 24(1) GDPR.

Obligations that should be highlighted include the obligation to give a
“notification of a data breach” (communication to the data subject of a
personal data breach, in accordance with Article 33 GDPR), as well as the
definition and documentation of all measures mentioned above within the
meaning of Article 24(1) GDPR, accompanied by registration in the central data
processing register of the Republic of Austria (BRZ DataReg (Austria Federal
Computing Centre)) (Lachmayer 2018, 116).

Use case: GDPR

Within the framework of Al real labs (also known as sandboxes; see European Commission
2023, Bauknecht and Kubeczko 2024), certain Al systems can be tested and their risks
mitigated before being placed on the market or put into service with the involvement
of the authorities and thereby within a controlled environment (for further discussion of

real labs/sandboxes, see section 12). Providers or prospective providers of Al systems can
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use this controlled framework for a limited time under regulatory oversight to develop,
train, validate and — under certain circumstances — test innovative Al systems in real-
world conditions. Personal data may also be processed in these real labs. On this point,
the Al Act reduces the requirements under GDPR by relaxing the principle of purpose
limitation and — if the other (strict) conditions are met — it standardises authority for

the further processing personal data for other purposes.

Checking to ensure that existing data subject rights are

safeguarded

Before processing personal data, it must be ensured that the associated data subject

rights can be exercised and/or it is necessary to check whether there are exceptions

under GDPR or the Austrian Data Protection Act or restrictions under specific legal
provisions. This includes the following points in particular:

« Obligations to provide information to the data subject.

« The data subject’s right of access, right to rectification and to erasure and right
to restriction of processing (Articles 15 to 18 GDPR and Sections 43 to 45 Austrian
Data Protection Act).

« Notification obligations to recipients of personal data regarding rectification or
erasure of personal data or restrictions of processing (Article 19 GDPR).

* The data subject’s right to data portability (Article 20 GDPR).

* The data subject’s right to object (Article 21 GDPR).

* The data subject’s rights with regard to automated individual decision-making,
including profiling (Article 22 GDPR).

Documenting processing activities

Before processing personal data, the processing activities must be documented by the
responsible data controller in the record of processing activities. If and to the extent
that the processing activities are not already defined by legal provisions, it is necessary
to reach agreement with the responsible department when defining the processing

activities.

Data protection agreements and contracts

Unless and to the extent this is already stipulated by law, in the event that personal
data is processed by joint controllers, a transparent agreement must be concluded to
define which controller fulfils which data protection obligations and tasks.

If processors are used for processing on behalf of the data controller, the
processing of personal data by such processors must be regulated in writing by the
responsible controllers by means of a data processing agreement in accordance with
Article 28 GDPR and Section 48 Austrian Data Protection Act, unless this is already
stipulated by law.

The contractual provisions with the processors must be concluded before IT

operations begin or before processing data for the first time.



On the basis of Article 35 GDPR and Section 52 Austrian Data Protection Act,

the relevant Article 29 Working Party (WP29) Guidelines and the national regulations

(“Regulation of the Data Protection Authority on processing operations for which a data

protection impact assessment is required” (DSFA-V), Federal Law Gazette Il 278/2018),

it is also necessary to check whether a data protection impact assessment needs to be

carried out and, if so, whether this should be carried out before processing activities

commence.

Framework conditions for the deployment of cloud services

If personal data is also processed when using cloud services, it is also necessary to

check whether the processing is permitted. Assessing whether processing is allowed

includes the following points in particular:

The data protection regulation that applies to the processing (GDPR or the

3 main section of the Austrian Data Protection Act).

The lawfulness of the intended processing of personal data, special categories of
personal data and personal data relating to criminal convictions and offences.
Compliance with deadlines for erasure or erasure cycles.

Where relevant, the conditions that apply to the data subject’s consent

(explicit consent in the case of special categories of personal data).

Where relevant, the lawfulness of any intended transfer, including transfers of
personal data to third countries or international organisations.

Where relevant, the lawfulness of any intended change of purpose.

Where relevant, the lawfulness of any intended automated decision-making,
including profiling.

Where relevant, the lawfulness of any intended processing of personal data for
specific purposes (such as processing for archiving purposes in the public interest,
scientific or historical research purposes or statistical purposes, for providing
addresses for communication to data subjects and surveys of data subjects in
connection with freedom of expression and information, for processing in the

event of a disaster, and for processing in the context of employment).

Assessing whether processing is allowed should cover the processing of personal data

in the context of operational IT in production environments as well as any processing

outside of production environments, such as in training, quality assurance and integration

environments.

The relevant information in the Austrian Information Security Handbook should

also be taken into account with regard to cloud deployment and GDPR requirements."

14 Austrian Information Security Manual, Version 4.4.0 of 6 November 2023; available under

section A.3.2 at https://www.sicherheitshandbuch.gv.at/downloads/sicherheitshandbuch.pdf
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8.3 The EU regulates Al: the Al Act

The Artificial Intelligence Act (Al Act) marks a groundbreaking step towards

the legal regulation of Al. The Act is designed to create a standardised legal
framework for the deployment of Al in the EU and is therefore intended both to
promote innovation and to avoid misuse. It follows a risk-based approach that is
designed to ensure the rules are proportionate and are appropriate to the risks.
This will regulate the market for Al, promote trust in Al and ensure the protection
of users. The impact of the Al Act will be felt far beyond the borders of the EU,
setting new standards for the regulation of Al and requiring a reassessment of

the legal situation in many different countries, including Austria.
Knowledge: Why is the Al Act currently the most important piece of Al legislation?

The Al Act regulates the development and use of Al systems in the EU by harmonising
the rules for the placing on the market, putting into service, and use of Al systems.

The EU pursues a risk-based approach, whereby the regulations become stricter
the greater the risk posed by an Al system. The Al Act prohibits certain practices in the
field of Al, lays down mandatory requirements for high-risk Al systems and — in parallel
— transparency obligations (see section 9.3) for certain Al systems, and it requires all
providers and deployers of Al systems to ensure Al literacy. This is reflected in a risk
pyramid that categorises the risk of Al systems from low to unacceptably high (see
Figure 8). This determines the reporting obligations and impact assessments of the
respective Al systems by risk level.

The majority of the requirements are aimed at the stakeholders defined as
“providers”. In the Act, a provider is defined as a “person, public authority, agency
or other body that develops an Al system [...] or that has an Al system [..] developed
and places it on the market or puts the Al system into service under its own name or
trademark” (Article 3(3) Al Act). For example, if an authority develops an Al system
itself or has an Al system developed and does not purchase an existing system, then
the authority would be a provider. However, it is more likely that an authority will act
as a deployer. A deployer is a “person, public authority, agency or other body using an
Al system under its authority” (Article 3(4) Al Act) (Pilniok 2024). The deployer, e.g. a
public authority, must not be equated with the specific end user (e.g. a member of the
administrative staff). In this scenario, the obligations that apply to deployers therefore
apply to the public authority, which means that the specific end users must be trained
by the deployer, for example, in how to use the Al system.

Ensuring Al literacy (Article 4 Al Act) is particularly relevant when it comes to
public administration. Al literacy means the “skills, knowledge and understanding that
allow providers, deployers and affected persons [...] to make an informed deployment

of Al systems, as well as to gain awareness about the opportunities and risks of Al and



possible harm it can cause” (Article 3(56) Al Act). This means that, regardless of the
risk classification, providers and deployers of Al systems must take measures to ensure,
to the best of their ability, that their staff and other persons involved in the operation
and use of Al systems on their behalf have a sufficient level of Al literacy. This manual
and corresponding training programmes offered in Austria by the Federal Academy of
Public Administration (VAB) are examples of such measures in support of that objective

(see section 12).

Unacceptable
Prohibited practices

risk
Al systems — Annex | or Il to Article 6 Al Act:
High-risk Al Obligations for providers, deployers, authorised
systems representatives, importers, and distributors
Conformity assessment must be carried out
Al systems that do not fall under Annex |,
Al systems with limited risk Annex Il or Article 5 Al Act:

Al systems — Article 5 Al Act:

Transparency obligations (for providers and deployers)

Other Al systems (Article 4 Al Act on Al literacy):

No obligations
Al systems with low risk

Voluntary measures (codes of conduct, monitoring
procedures) are recommended

Figure 8: Risk pyramid for the Al Act (prepared for this document)

Prohibited practices

Article 5 Al Act contains a list of practices that are prohibited under all circumstances

because of their potential risk. Therefore, these Al systems must not be placed on the

market, put into service or used. The following prohibited practices are particularly
relevant when it comes to public administration:

*  “Social scoring”, such as Al systems for the evaluation or classification of natural
persons or groups of persons over a certain period of time based on their social
behaviour or known, inferred or predicted personal or personality characteristics,
with the social score leading to detrimental or unfavourable treatment.

«  Forms of “predictive policing”, such as Al systems for making risk assessments

of natural persons in order to assess or predict the risk of a natural person
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committing a criminal offence, based solely on the profiling of a natural person or
on an assessment of their personality traits and characteristics.

+  Emotion recognition systems in the workplace, such as for administrative staff,
and education institutions.

+ ‘Real-time’ remote biometric identification systems in publicly accessible
spaces. However, this prohibition has exceptions, such as when searching for a

person suspected of having committed particularly serious criminal offences.

High-risk Al systems

Regulating high-risk Al systems is at the centre of the Al Act’s risk-based approach. The

Al Act dedicates a large number of its articles (Articles 6 to 49 Al Act) — which form

the core of the Act - to high-risk Al systems. The Al Act provides two ways to classify

a system as a high-risk Al system:

Firstly, there are “embedded high-risk Al systems”, i.e. products or safety
components in accordance with Article 6(1) Al Act that are already covered by EU
product safety law (e.g. medical devices). This category only plays a limited role
for public administration.

+ Secondly, there are “stand-alone high-risk Al systems” pursuant to Article 6(2) in
conjunction with Annex Il Al Act, which contains eight high-risk areas of use and

specific use cases.

The following areas listed in Annex Il are relevant for the deployment of Al in public

administration:

* Biometrics: e.g. remote biometric identification systems, in particular for security
authorities.

 Critical infrastructure: Al systems used as safety components in the
management and operation of critical infrastructure, such as digital infrastructure,
road traffic, or in the supply of water, gas, heating or electricity.

* Educational and vocational training: e.g. Al systems used to determine access
or admission or to assign natural persons to educational and vocational training
institutions at all levels; Al systems used to evaluate learning outcomes; Al
systems used to assess the appropriate level of education; Al systems used to
monitor and detect prohibited behaviour of students during tests.

*  Employment, workers’ management and access to self-employment:

e.g. Al systems intended to be used for the recruitment or selection of natural
persons; Al systems intended to be used to make decisions affecting terms

of work-related relationships, the promotion or termination of work-related
contractual relationships; Al systems used to allocate tasks based on individual
behaviour or personal traits or characteristics or to monitor and evaluate the
performance and behaviour of persons in such relationships.

« Access to and enjoyment of essential private services and essential public

services and benefits: in particular, Al systems used by or on behalf of public



authorities to evaluate the eligibility of natural persons for essential public
assistance benefits and services, as well as to grant, reduce, revoke, or reclaim
such benefits and services.

+ Law enforcement: e.g. Al systems used to assess the risk of a natural person
becoming the victim of criminal offences; polygraphs; Al systems used to
evaluate the reliability of evidence; Al systems used to support law enforcement
authorities in assessing the risk of a natural person offending or re-offending;

Al systems used to assess personality traits and characteristics or past criminal
behaviour of natural persons or groups; Al systems used to profile natural persons
in the course of the detection, investigation or prosecution of criminal offences.

+ Migration, asylum and border control management: e.g. polygraphs; Al systems
used to assess a risk; Al systems used to assist the examination of applications
for asylum, visas or residence permits and for associated complaints; Al systems
used in the context of migration, asylum or border control management, for the
purpose of detecting, recognising or identifying natural persons.

+ Administration of justice and democratic processes: e.g. Al systems intended
to be used by a judicial authority or on their behalf to assist a judicial authority
in researching and interpreting facts and the law and in applying the law to
a concrete set of facts. According to the wording, this only refers to judicial

authorities such as administrative courts, but not to administrative authorities.

If an Al system were to be deployed by Austrian authorities to automate the
eligibility check for unemployment benefit, the system would likely be a high-
risk Al system within the meaning of Annex IlI(5)(a) Al Act, as it is an essential

public assistance benefit.

Unless an exception under Article 6(3) Al Act applies, i.e. it is demonstrated
that the system is not high risk, providers and deployers of such a high-risk Al

system must meet the obligations set out in more detail below.

Use case: Awarding contracts for essential public services

Exceptions to classification as a high-risk Al system

Even if an Al system is deployed in one of these areas, there may be an exception to
the classification as a high-risk Al system “where it does not pose a significant risk of
harm to the health, safety or fundamental rights of natural persons, including by not

materially influencing the outcome of decision making” (Article 6(3) Al Act).
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Four alternative conditions are set out in this regard:

The Al system is intended to perform a narrow procedural task, such as
converting unstructured data into structured data, categorising incoming
documents, and identifying duplicates.

The Al system is intended to improve the result of a previously completed

human activity, such as improving the language of documents, for example with
professional tone or academic style.

The Al system is intended to detect decision-making patterns or deviations

from prior decision-making patterns and is not meant to replace or influence

the previously completed human assessment without proper human review, for
example, by subsequently checking from a teacher’s grading patterns whether the
teacher may have deviated from the grading pattern, thereby drawing attention
to possible irregularities or inconsistencies.

The Al system is intended to perform a preparatory task to an assessment, e.g.
smart solutions for preparing dossiers, which may include a range of functions
such as indexing, searching, processing text and language or linking data to other

data sources.

Requirements for high-risk Al systems

Providers must ensure that high-risk Al systems comply with a number of requirements

(Schwartmann, Keber and Zenner 2024):

Risk management system: continuous and iterative process to identify, analyse,
estimate and evaluate risks and adopt appropriate risk management measures.
Data and data governance: requirements for training, validation and test
datasets, for example quality criteria such as data cleaning, ensuring data is
complete, avoiding bias, checking whether the data is representative.

Technical documentation: detailed technical documentation drawn up as the
basis for the conformity assessment procedure.

Record-keeping: implementing automatic logging of events.

Transparency and provision of information to deployers: ensuring that the Al
system is “sufficiently transparent to enable deployers to interpret a system’s
output and use it appropriately”; providing detailed instructions for use.

Human oversight: taking into account effective human oversight to prevent or
minimise risks, e.g. a way to interrupt the system using a “stop button”.
Accuracy, robustness and cybersecurity: guarantees for an appropriate level of

accuracy, robustness and cybersecurity throughout the lifecycle.

Conformity assessment procedure

These requirements are assessed in a conformity assessment procedure before a high-

risk Al system is placed on the market or put into service. With regard to high-risk Al

systems in accordance with Article 6(2) Al Act, there is (for the most part) no provision

for any involvement by an external conformity assessment body (Article 43(2) Al Act). The



assessment based on internal control is therefore via “self-certification” by the provider
of the Al system itself. This issue has been criticised in some literature (Wachter 2024,
Schneeberger 2024a).

If the requirements described above are met, the conformity assessment
procedure ends with a “declaration of conformity” being issued by the provider, a “CE
marking” being affixed and the system being registered in a database (Articles 47-49
Al Act).

Given the special responsibility of the state towards the public and the
examples of failed Al deployments in the public administrations of various countries
described above, a particularly sensitive approach appears to be appropriate for public
administration on ethical grounds. In addition to the purely legal obligations, a full
conformity assessment procedure would have to be required from software providers
as part of a procurement process, if Al applications are used in public administration.
The result of this procedure should also undergo a plausibility test by appropriately

trained administrative staff.

The role of (harmonised) standards

(Harmonised) standards, which are prepared by standardisation organisations and
published in the Official Journal of the EU, also play an important role in this regard.
These standards define the details of the (at times vague) requirements of the Al Act.
If an Al system complies with harmonised standards, it is presumed to be in conformity
with the Al Act (Article 40(1) Al Act). This contributes to legal certainty for providers, but
has also been criticised in the literature, primarily for the lack of democratic participation
in the standards-setting process (Ebers 2021, Wachter 2024).

Regardless of this, new certification procedures will probably emerge in
coordination with national and European authorities (cf. section 11) — along the lines of
existing certification systems, such as the International Organization for Standardization
(ISO), the Institute of Electrical and Electronics Engineers (IEEE) or the Technical

Inspection Association (TOV).

Obligations of deployers of high-risk Al systems

Compared to the requirements for providers of Al systems, primarily the establishment
of a quality management system and the carrying out of a conformity assessment
procedure (Article 16), the Al Act only recognises limited requirements for the deployers
(i.e. the users) of high-risk Al systems (Article 26 Al Act). These include: using the Al
system in accordance with the instructions for use; taking measures to ensure effective
human oversight; ensuring that the input data is relevant and representative; monitoring
operation; and keeping logs (Schwartmann, Keber and Zenner 2024). As the deployment
of high-risk Al-based systems in particular can have a negative impact on fundamental
rights, the Al Act also provides for the mandatory carrying out of a fundamental rights

impact assessment (FRIA) under certain conditions (see section 10.1 on this point).
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It should also be noted that a deployer may become a new provider under the
circumstances set out in Article 25(1) Al Act and thereby also assume the obligations
of a provider. Two scenarios are relevant primarily for public administration:

* Making a substantial modification to a high-risk Al system in such a way that it
remains a high-risk Al system.

* Modifying the intended purpose of an Al system which has not been classified
as high-risk in such a way that the Al system concerned becomes a high-risk Al

system.

Transparency obligations for certain Al systems
Regardless of risk classification, Article 50 Al Act defines transparency requirements
for certain Al systems. For example, providers of Al systems that interact directly with
natural persons (e.g. chatbots) must ensure that the natural persons concerned are
informed that they are interacting with an Al system. Further labelling and information
obligations apply to providers of generative systems in the form of marking synthetically
generated content and to deployers of emotion recognition systems and systems that
generate deep fakes.

It is also relevant that deployers of an Al system that generates or manipulates
text “which is published with the purpose of informing the public on matters of public
interest” must disclose that the text has been artificially generated or manipulated,

unless it has undergone editorial control.

If chatbots, such as the FRED bot used by the Austrian Ministry of Finance,
are used day-to-day by public authorities, the provider, i.e. (typically) the
developer, must label such Al systems with a notice stating that users are not

interacting with a natural person, but with an Al system.

If Al systems are deployed to create and publish texts with the purpose of
informing the public on matters of public interest, such as news reports, the
public administration — including in its role as deployer or professional user —

must also fulfil corresponding transparency obligations.
Use case: Transparency obligation

Al systems with minimal risk

At the lowest level of the Al Act’s risk pyramid are Al systems with minimal risk. These
are Al systems that do not fall into the previously discussed categories of prohibited Al
practices, high-risk Al systems or under transparency obligations. These systems are not
subject to any further requirements under the Al Act. However, the voluntary application
of specific requirements is possible via codes of conduct — and for public administration,

this makes perfect sense, given its special responsibility towards the public (Article 95



Al Act). Beyond that, other (potential) national and international requirements based

on GDPR, constitutional law and administrative law, for example, are still applicable.

Dates of entry into force of the Al Act

The provisions of the Al Act shall enter into force in stages in accordance with Article 113:

Al Act

Timetable from entry into force

¢ Obligations for Al systems

¢ Obligations for intended for public
e Obligations for high-risk Al systems administration and
general-purpose under Annex Il placed on the market
Al models before 2026
e Prohibited Al systems  Obligations for
with unacceptable risks e Appointment of medium-risk  Obligations for Al systems
national authorities Al systems under Annex X,
* Obligations regarding placed on the market

Al literacy ® Penalties ® Regulatory real lab before 2027

3 months 6 months 9 months 12 months 18 months

Appointment of authorities Practical manuals ® Implementing act * Obligations for
and public bodies with for general-purpose for post-market high-risk Al systems
responsibilities for Al models monitoring under Annex |
fundamental rights
® Guidelines for ® Obligations for
general-purpose general-purpose
Al models and for Al models placed on
high-risk Al systems the market before 2025

Figure 9: Timetable for the Al Act © BKA/Digital Austria
Source: https://www.digitalaustria.gv.at/Themen/KI/Al-Act.html

Criticism of the Al Act and its prior drafts has come and continues to come
primarily from three groups of stakeholders: business, academia and non-
governmental organisations (NGOs).

Organisations such as the International Association of Privacy Professionals
(IAPP) criticise the breadth of the definition of Al and point out that it may be
vague and unclear (Caroli 2024), while others, such as the consulting firm KPMG,
underline the need for such a broad definition in order to require as many
sectors as possible to comply with the Al Act (KPMG International 2024).
BusinessEurope (2021), a leading organisation representing business

interests, and authors such as Friedl and Casola (2024), warn of a significant

administrative burden on industry that could discourage investment in the
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development of Al systems and negatively affect the EU’s competitiveness in
the long term.

In contrast, the European Center for Not-for-Profit Law and NGOs such as
Open Future and Human Rights Watch have criticised the fact that companies
should primarily provide proof of compliance with regulations via self-
certification in the conformity assessment procedure. They argue that this
approach could jeopardise the purpose of the Regulation and severely limit
the effectiveness of the Al Act (European Center for Not-for-Profit Law, 2024;
Human Rights Watch, 2021; Keller & Warso, 2023; Wachter 2024).

With regard to the aforementioned essential role of (harmonised) standards,
which (will) define the details of the technical implementation of many of the
requirements, the influence of standardisation organisations that are not made
up of democratically elected representatives and lack democratic legitimacy,
as well as the lack of legal remedies and the accessibility of such standards,
has been criticised (Ebers, 2021).

Similarly, several stakeholders have criticised the Al Act for its potentially
negative impact on human rights. For example, the European Digital Rights
(EDRi) network — an association of experts and NGOs - is calling for a focus
on fundamental rights and the protection of people affected by Al systems
(EDRi, 2023). Other NGOs such as Article 19 and Access Now criticise the
legal loopholes in the Al Act that allow human rights violations and mass
surveillance of vulnerable people for national security reasons, as reflected

in the derogations in Article 6(3) Al Act (Access Now, 2024; Article 19, 2024).
In their opinion, Article 6(3) Al Act, as mentioned above, appears to be
particularly open to misuse, as it allows providers to invoke an exception,
where an Al system does not pose a significant risk of harm to the health,
safety or fundamental rights of natural persons, even though the Al system is
used as a “stand-alone” high-risk Al system in one of the areas of application
listed in Annex lll. Such assessment only has to be documented by the
provider and the system is subject to a registration obligation (Article 6(4)

Al Act). However, official consent is not required in order to rely on this
exception. Until more specific guidelines on this exception are available, it is
to be expected that many providers will claim that their Al systems do not
pose a high risk.

For example, a provider that places an Al system on the market that is used in
the context of awarding contracts for basic public benefits services (such as
unemployment benefits) could claim that it is only performing a preparatory
task for an assessment, that the final decision is made by humans and that

the system is therefore not high-risk.

Knowledge: Criticism of the Al Act



8.4 Other EU regulations

The importance of establishing standards to control the digitalisation process and the use
of Al is underlined by the EU through the introduction of and discussion around various
directives, such as the EU Product Liability Directive (PLD), the Al Liability Directive
(AILD), the Data Governance Act (DGA) and other EU-wide legislative measures. These

are essential to ensure responsibility, safety and protection for people and organisations.

EU Product Liability Directive (PLD) and Al Liability Directive (AILD)
The aim is for persons who are harmed by Al products or services to benefit from
the same standards of protection as they would if harm was caused under any other
circumstances. In line with the objectives of the Al Act, proposals for two new EU
Directives were drawn up in 2022 to achieve this goal. Firstly, the EU Product Liability
Directive has been modernised. The Directive governs the strict liability of manufacturers
for the compensation of personal injury, damage to property or data loss caused by
unsafe products, and its scope has been broadened to include Al and software. In future,
the burden of proof will also be alleviated in complex scenarios, such as the deployment
of Al. Although injured parties will continue to bear the burden of proof for the liability
requirements, there are disclosure obligations and presumptions of causality that apply
to make it more favourable for injured parties to bring claims for compensation in cases
where Al is deployed.

Secondly, the draft Al Liability Directive (AILD) is designed to harmonise the
rules for claims outside the scope of the Product Liability Directive, such as breaches of
privacy and damage caused by safety issues. The AILD is therefore designed to resolve
issues around the liability in tort of providers and deployers. The AILD is also aimed at
the procedural requirements for bringing claims against providers or deployers of Al
under national law.

In this regard, there are therefore two key elements that simplify the legal
process for victims of Al systems. Firstly, there is the “presumption of causality”, where
the requirements for victims to explain in detail the evidence to substantiate their claim
are more favourable. Secondly, the right of access to evidence has been broadened
(however, this is only to apply within the scope of the AILD in cases in which high-risk
Al systems are involved) (European Commission 2022c).

While the revised Product Liability Directive has already been adopted by the
European institutions and published in the Official Journal, the future of the AILD
currently seems uncertain (Wendt and Wendt 2024, 157 1.
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The Data Governance Act

To strengthen trust in data sharing, improve mechanisms for data availability and
overcome technical challenges related to the reuse of data, the EU has adopted the
Data Governance Act. The Act also aims to facilitate the establishment and growth of
Common European Data Spaces in key areas, involving both private and public sector
bodies. Wherever personal data is concerned, GDPR continues to apply as before
(European Commission 2022b; 2023).

Further legislative activities at EU level

In recent years, several EU Regulations on digital transformation have been adopted
within a short space of time, some of which are directly relevant and others of which
are indirectly relevant to public administration. These include, for example: the Digital
Markets Act on the fair and market-compliant behaviour of large online platforms
(European Commission 2022d); the Digital Services Act on digital services provided
by general intermediary services, hosting services and (very large) online platforms
and search engines (European Commission 2022e); and the Machinery Regulation on
the safety of machinery and robots (European Commission 2022e). Further strategy
documents, legislative proposals and laws on digitalisation at EU level are available on

the European Parliament’s website'®.

8.5 Artificial Intelligence Mission Austria 2030

The Austrian Al strategy (the “Artificial Intelligence Mission Austria 2030,
AIM AT 2030") defines objectives for the implementation of Al in Austria
and proposes measures to achieve them. AIM Austria also addresses public

administration.
Knowledge: AIM AT 2023

Austria’s national Al strategy, entitled “Artificial Intelligence Mission Austria 2030"
(AIM AT 2030), was adopted by the Council of Ministers in 2021 (BMDW and BMK 2021).
Given the dynamic development of Al, the strategy has been defined in the document
as an “agile strategy” (BMK and BMDW 2021: 20), which is intended to signal openness
to ongoing adaptation. The timeframe has been set for 2021 to 2030 with three key
objectives (BMK and BMDW 2021, 9):

15 https://www.europarl.europa.eu/legislative-train/theme-a-europe-fit-for-the-digital-age




1. The aim is to achieve broad deployment of Al that is oriented
towards the common good and carried out responsibly on the
basis of fundamental and human rights, fundamental European
values and the forthcoming European legal framework.

2. Austria is to position itself as a centre of research and innova-
tion for Al in key areas and fields of strength.

3. The competitiveness of Austria as a centre of technology and

business is to be secured via the development and deployment
of Al

The Al strategy also addresses the deployment of Al in public administration. The
Federal Government intends to take measures to ensure the safe deployment of Al
in public administration. The legal basis, particularly with regard to data protection,
is to be evaluated, taking into account the traceability and transparency of Al-based
decision-making.

The aim is to define guidelines for the deployment of Al in public administration
that are in line with fundamental rights. The Federal Government also aims to evaluate
administrative processes in terms of their suitability for Al in order to improve the
efficiency, quality and accuracy of services for citizens. Another focus is on expanding
the provision and use of open and non-personal administrative data. The Austria Federal
Government is also planning to expand the training and further education models for
public servants in the field of digital literacy, including specific training programmes to
provide employees with the necessary Al-related skills (BMDW and BMK 2021, 56-59).

Section 11 provides a detailed overview of the governance structure of Al in

Austria and also includes implementation of AIM AT 2030.
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9 Ethical Al: Principles
and Guidelines

This section addresses the ethical considerations associated with Al and emphasises
the need to establish ethical principles and guidelines for the implementation of
Al applications. The section provides an overview of different approaches to ethics
guidelines for Al and emphasises the importance of criteria such as lawfulness,
transparency, fairness, efficiency, safety, accessibility, accountability and digital
sovereignty. These criteria are specifically tailored to the particular requirements of public
administration and are provided as guidance for administrative staff when carrying out

ethical assessments of Al systems.

9.1 Ethics guidelines: governance via “Soft Law”

As already noted in section 8 “The Legal Framework”, ethical aspects of Al are already
partially governed by mandatory law (see sections on GDPR and the Al Act). However,
these legal frameworks are only part of the solution to ensuring that Al is deployed
ethically. “Soft law” in the form of Al ethics guidelines can play an important role in
supplementing legal provisions. Soft law guidelines are not legally binding, but provide
a set of principles and recommendations that can inform ethical decision-making in
relation to the development and use of Al (Sigfrids et al. 2022).

There have already been a number of initiatives worldwide to define ethics
guidelines for the development of Al. The “Al Ethics Guidelines Global Inventory” of the
German NGO AlgorithmWatch'® on its own contains more than 100 ethics guidelines from
companies, NGOs, governments, various different organisations and from supranational

institutions.

16 https://algorithmwatch.org/de/ai-ethics-quidelines-global-inventory/




At European level, the EU has issued ethics guidelines for the development
of Al that primarily relate to creating trust in the development, deployment and use
of Al systems (Al HLEG 2019). These influential ethics guidelines for trustworthy Al
are also referred to in the recitals to the Al Act. The EU High-Level Expert Group on
Artificial Intelligence (Al HLEG) defines trustworthy Al based on seven principles: (1)
human agency and oversight; (2) technical robustness and safety; (3) privacy and data
governance; (4) transparency; (5) diversity, non-discrimination and fairness; (6) societal
and environmental well-being; and (7) accountability (Al HLEG 2019). These principles
are to be implemented via “mechanisms to monitor the decisions made by Al so that
they are trustworthy and comply with ethics guidelines” (Kaur et al. 2021). In 2020, the
Al HLEG prepared a Trustworthy Al Assessment List (see section 10.3).

The 193 UNESCO Member States adopted a global agreement on Al ethics
and an international standard instrument for the first time in November 2021 - the
“Recommendation on the Ethics of Artificial Intelligence” (UNESCO 2022). These
recommendations provide a framework to ensure that the development and use of Al
is in line with human rights, human dignity and the rule of law. Other supranational
ethics guidelines have been published by the OECD, which sets out five complementary
principles and instruments for ethical Al: sustainability, fairness, transparency, safety
and accountability (OECD 2019, updated 2024).

Although only a few countries, such as Australia and China (Beijing Academy
of Artificial Intelligence 2019; Australian Government Dept. Industry, Science
and Resources 2019) have explicit ethics guidelines for Al, most national Al
strategies include ethical principles as a framework of standards to guide
the responsible development of Al. European countries in particular have
prioritised ethical considerations in their Al strategies. The first phase of
France'’s Al strategy “Al for Humanity”, which ran from 2018 to 2022, is

one example. It emphasised the importance of ethical and responsible Al
development and aimed to position France as a leader in this field. It also
highlighted that Al should promote human well-being and recognised that
ethical and responsible Al is crucial to ensuring that Al benefits society as a

whole (General Secretary of the French Digital Council 2018).
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Germany has an example of a guideline that focuses on public administration
and a specific policy area. The voluntary guidelines for the deployment of Al
in practice by public authorities for labour and social affairs, issued by the
German Federal Ministry of Labour and Social Affairs (BMAS 2022), provide
points of reference on this topic. There are also relevant documents from
other German institutions, although they do not explicitly relate to public
administration. These include the comprehensive opinion on “Humans and
Machines — Challenges of Artificial Intelligence” published by the German
Ethics Council (Deutscher Ethikrat 2023) and the guidelines for designing
trustworthy artificial intelligence from the German Fraunhofer Institute for

Intelligent Analysis and Information Systems (Fraunhofer IAIS 2021).

Knowledge: National guidelines and Al strategies

9.2 Ethics guidelines for public administration in Austria

Although ethics guidelines, such as the HLEG Ethics Guidelines, provide valuable
guidance on the ethically justifiable deployment of Al, they are not so easy to implement
in practice and are also not tailored to the specific needs of the specified contexts of

public administration.

The aim of the EU HLEG Ethics Guidelines is to ensure compliance with
applicable laws, transparency, impartiality, fairness, effectiveness, efficiency,
safety, accessibility and inclusion, accountability and digital sovereignty in the

deployment and use of Al technologies.
Knowledge: Objectives of the EU HLEG Ethics Guidelines

To counter the lack of comprehensive guidelines for the deployment of Al in public
administration, criteria and measures specifically aimed at administrative staff were also
developed in 2023 as part of the “Digital Administration and Ethics” project (BMKOS
2023). The proposed criteria were based on the HLEG Ethics Guidelines, which are
central to the Al Act and supplemented by other criteria that are particularly relevant
to the public sector. The criteria that were finally selected are listed in Figure 10 and
include: law, transparency, impartiality and fairness, effectiveness and efficiency, safety,

accessibility and inclusion, human oversight, accountability, digital sovereignty.
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Figure 10: Criteria for ethical Al applications in public administration

Criteria

Law

Legal frameworks and regulations define the conditions under which Al systems may
be deployed in different areas of application. For deployment to be lawful, all national
and European legal requirements must be complied with, in particular relating to the Al
Act, the protection of personal data and the safeguarding of fundamental rights. These
legal requirements form the legally binding framework for the ethical and responsible

use of Al in public administration.

Transparency

The Al Act defines transparency in relation to Al as meaning that the development and
deployment of Al systems should be comprehensible and explainable. This includes
the obligation to inform people when they are interacting with an Al system, to inform
users about the capabilities and limitations of the Al system and to inform affected

persons about their rights (Recital 27 Al Act). However, transparency also means making
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information about the Al application available and accessible and explaining how the
Al application is developed, trained and for what purpose it is deployed. If the Al
application has been classified as not high-risk, providers should also be able to draw
up documentation of the assessment of the Al application and provide it to the national

competent authorities upon request before it is put into service (Recital 53 Al Act).

Impartiality and fairness

Under the Al Act, diversity, non-discrimination and fairness means that Al systems are
developed and deployed in a way that includes diverse actors and promotes equal
access, gender equality and cultural diversity, while avoiding discriminatory impacts
and unfair biases that are prohibited by Union or national law (Recital 27 Al Act). The
Al application should also use a number of different sources of data for the relevant

context to avoid perpetuating historical biases.

Effectiveness and efficiency

The deployment of Al applications in public administration must permanently improve
the effectiveness and efficiency of public administration without worsening the working
conditions for administrative staff. Criteria should be defined to determine when the
deployment of Al improves the effectiveness and efficiency of public administration

and the services it provides and when it worsens the working conditions for employees.

Safety

The Al application must be deployed securely to protect sensitive information and to
prevent unauthorised access. Independent supervisory authorities should monitor and
ensure the safety of the Al application, and citizens’ concerns about the misuse of Al

technologies must be taken into account.

Accessibility and inclusion

The Al application must be accessible and inclusive for people of different abilities,
backgrounds and cultures. The population must be empowered to use and benefit from
the Al application. Alternatives to Al technology must also be provided to ensure equal

access to public services.

Human oversight

For Al systems, in particular high-risk Al systems, human oversight measures must be
introduced before the systems are deployed. Such measures are designed to ensure that
the system is responsive to the human operator, that it operates within an ethical framework
and that it is monitored by people with appropriate training and authority. For high-risk
Al systems, mechanisms should be in place to guide users on when and how to intervene
in order to avoid negative consequences or risks (Recital 73 Al Act). It is also advisable to
carry out regular external or internal audits and assessment of the Al system in order to

recognise and correct possible biases in the data sources or other defects.



Accountability

Accountability for Al systems means clearly assigning accountabilities for both the
actions and the results of the Al system. In this context, accountability covers both
ethical and legal obligations. Developers and deployers who work with Al systems
have a moral responsibility to ensure that the technology functions ethically and avoids
harm. This includes complying with relevant laws and regulations, ensuring compliance
with ethical, privacy and safety standards and potential financial liability for any loss
or damage the Al system may cause. If an Al system fails or has unintended negative

consequences, it must be possible to hold those responsible to account.

Digital sovereignty

The public administration must be able to influence the development of Al solutions,
use them independently and keep confidential data under its control. Measures must be
taken to protect sensitive data and to prevent access by third parties if the development

or operation of Al is outsourced.

Measures

In addition to the criteria, proposed measures have been developed. These measures
include promoting Al literacy among administrative staff and the public, carrying out
impact assessments, certifying Al applications and setting up independent oversight
bodies to monitor the operation of the Al application. These measures are intended to
help ensure that the deployment and use of Al technologies contribute to, or are at

least compatible with, the common good.
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10 Al impact assessment

This section presents various different tools that can be used in public administration

to put Al ethics principles and guidelines into practice and to analyse the impact of

Al on fundamental rights and human rights. The tools are designed to assess the

impact of the development and deployment of Al technologies. Some are tailored to

public administration, while others are at the heart of the international debate. The

tools presented here also vary in terms of whether they are legally binding or are only

recommended from an ethics perspective. As an overview, a list of the tools is presented

in more detail below:

« The fundamental rights impact assessment under Article 27 Al Act is a legally
binding tools for deployers of certain types of high-risk Al systems.

¢ The “List of criteria and measures for ethical Al in public administration” (List of
Criteria) from the “Digital administration and ethics project” (DVUE) has been
tailored specifically to public administration in Austria.

«  The Assessment List for Trustworthy Artificial Intelligence (ALTAI) is a central
basis for the debate at EU level.

* The Values Criteria Indicators Observables (VCIO) model is a particularly
complete example of an Al impact assessment tool.

* The Fundamental Rights and Algorithms Impact Assessment (FRAIA) and Data
Ethics Decision Aid (DEDA) are currently being introduced across the board in

public administration in the Netherlands.

10.1 Fundamental rights impact assessment in the
Al Act

The Al Act represents a regulatory approach that aims at promoting human-centric
and trustworthy Al and to ensure that Al is deployed in accordance with fundamental
rights and human rights (Article 1 Al Act). As the deployment of high-risk Al-based
systems in particular can have a negative impact on fundamental rights, the Al Act
provides for the mandatory carrying out of a fundamental rights impact assessment
(FRIA) under certain conditions (Wendt and Wendt 2024). Impact assessments are
therefore of great significant, as they are precautionary measures as an alternative to
legal restrictions, they promote responsibility and accountability and they allow risks
to be eliminated in advance (Mantelero 2022, Selbst 2021 and Mdiller and Schneeberger
2024). As a special tool, the FRIA also enables people’s fundamental rights to be
protected via proactive measures.

In the final version of the Al Act, the FRIA is anchored in Article 27 with the aim
of identifying the specific risks to the rights of individuals or groups of individuals likely



to be affected by a particular Al system and defining the measures to be taken if those
risks materialise (see also Recital 96 Al Act).

However, this obligation does not apply to all Al systems. The FRIA must be
carried out before putting a high-risk Al system in accordance with Article 6(2) Al
Act into service (with the exception of the critical infrastructure listed in point 2 of
Annex lll). This includes Al systems that are deployed for the following purposes or in
the following areas:

+  Biometrics including emotion recognition.

* Education and vocational training.

+  Employment and worker management.

* Access to and enjoyment of public services and benefits.
* Law enforcement.

+ Migration, asylum and border control.

+ Administration of justice and democratic processes.

It is the deployer of the high-risk Al system who has to carry out the FRIA, where the
deployer is a body governed by public law. This therefore applies directly to public
administration. Essential public services, such as education, healthcare, social services
and housing, may also be provided by private organisations, which is why the obligation
under Article 27 Al Act also applies to private entities that provide such public services.
This also includes deployers of Al systems for the purpose of credit scoring and risk
assessment and for the pricing of life and health insurance policies. In accordance with
the staggered entry into force of the specific provisions of the Al Act (see the comments
on the dates of entry into force of the Al Act in section 8.3), Article 27 will apply from
2 August 2026 and will be mandatory for all named deployers from that date.

The FRIA must include the following:

« A description of the processes in which the deployer will use the high-risk Al
system with its intended purpose.

* A description of the period of time within which, and the frequency with which,
each high-risk Al system is intended to be used.

* The categories of natural persons and groups likely to be affected by its use in
the specific context.

*  The specific risks of harm likely to have an impact on these groups of persons.

* A description of the implementation of human oversight measures, according to
the instructions for use of the Al system.

* The measures to be taken in the case of the materialisation of those risks,

including the arrangements for internal governance and complaint mechanisms.

The Recitals on the FRIA also suggest that the deployer may also involve relevant
stakeholders, representatives of groups of persons likely to be affected by the Al,

experts and civil society organisations in conducting the FRIA in order to collect

93



94

relevant information. Although involving these groups and organisations is not set out
in Article 27 Al Act and is therefore not legally binding, working with them is in any case
to be recommended. The competent market surveillance authority must then be notified
of the results of the FRIA that has been performed. The market surveillance authority
is the authority designated as such by a Member State in accordance with Article 10
of the EU Market Surveillance Regulation 2019/1020. In Austria, the Federal Office of
Metrology and Surveying has acted as the single liaison office for market surveillance
since 2022. Further market surveillance authorities in Austria have been designated
since November 2024.

Under the statutory requirements, the FRIA must be performed before the system
is put into service for the first time. The FRIA can also be based on impact assessments
that have already been performed or are available. If a data protection impact assessment
(DPIA) has already been performed, this can be used as a basis, in which case only the
FRIA-specific content needs to be added. If any changes occur in the course of operating
the system, the information in the FRIA must be updated.

How an FRIA is to be performed and the elements it must contain in terms of the
details to supplement the statutory requirements is still unclear. The Al Office, which
was established by the EU Commission to support it in implementing the provisions of
the Al Act, has developed a template for a questionnaire that can be used by deployers
when performing the FRIA.

Even if performing an FRIA is not mandatory in a specific case, such as because
the system is not a high-risk Al system, it can still prove useful in individual cases to
determine the consequences of deploying an Al system for the fundamental rights and
human rights of affected persons and to take appropriate measures. For example, the
Council of Europe explicitly recommends that a human rights impact assessment (HRIA)
is carried out when authorities acquire, develop and/or deploy an Al system, without
going into the specific requirements for the system (CoE Commissioner for Human
Rights 2019). There are also aspects of the deployment of Al that are not covered by
conventional fundamental rights and human rights impact assessments, such as the
social, democratic and environmental impact of artificial intelligence. This is where
ethics comes in, which is why further impact assessments are presented below that go

beyond the traditional FRIA and also include ethical aspects.
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10.2 List of criteria and measures for ethical Al in public
administration (List of Criteria)

The introduction and use of Al technologies in public administration requires a framework
that will provide guidance and points of reference in order to address key ethical
issues and define appropriate measures. The “Digital Administration and Ethics” project
commissioned by the Austrian Federal Ministry of Arts and Culture (BMKOS) therefore
prepared a list of criteria and measures for ethical Al in administration (List of Criteria)
that is specifically tailored to the needs of public administration.

The List of Criteria is an interactive tool for impact assessment that makes it
easier to assess ethics for an Al application. It is particularly suitable for considering
specific areas, alone, in a small group or at larger workshops.

The List of Criteria addresses the issues from the checklist (see section 2) and
translates them into open questions for a deeper examination of the topics and to
create space for detailed answers after thorough consideration. Another advantage to
this process is that the answers to the open questions can be used as documentation
as well. This means the Al system can create a record or log while the questions are
being answered. This can be useful later on, for example, to prepare a specification for
providers or to subsequently evaluate the use of the relevant Al application.

The List of Criteria also makes it possible to look in-depth at one or more areas
of deficiency from the checklist. Together, the List of Criteria and the checklist are tools
to support the application of ethical Al in public administration.

As the manual as a whole is a “living document”, the List of Criteria will also be
continuously refined, expanded and/or adapted to take into account new considerations
and emerging ethical challenges. Section 9.2 provides a detailed description of the

listed criteria.
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Figure 12: Criteria (outer circle) and measures (inner circle) for ethical Al in public administration

List of criteria and measures for ethical Al in public administration
(List of Criteria)

Criteria

Law

* In what context is the Al system being deployed and does it involve the exercise
of public authority?

+ To what extent does the Al system use or process personal data and what
safeguards are in place to ensure compliance with data protection obligations? Is
there a legal obligation to carry out a GDPR data protection impact assessment?

* What is the risk level under the Al Act for the Al application?

*  What internal conformity assessments are carried out to verify that the Al system

fulfils all the statutory requirements before it is introduced?
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Which fundamental rights are likely to be impaired or put at risk by use of the Al
system? Does a fundamental rights impact assessment under the Al Act have to

be carried out?

Transparency

What objectives and purposes does the Al application have to fulfil for the given
context?

How do the results of the Al application contribute to achieving the objectives?
What are the limits of the Al application? (What are the limits of use; what tasks
or functions can the Al application not fulfil?)

Which interest groups are affected by introducing the Al application?

How are people informed about when and how they interact with the Al
application?

How are users or those affected informed about how the Al system reaches its
outputs/decisions and the logic on which they are based?

How are the datasets connected to the Al system managed?

Impartiality and fairness

What data is used to enable the Al application to output content and where does
that data come from?

How is it ensured that the data is diverse and representative of the context?
What procedures are there to check the data sources for potential biases and
inaccuracies in the Al system?

What degree and type of potential biases in the data is acceptable for the
intended application?

Effectiveness and efficiency

How does the Al application help to improve or at least maintain the working
conditions for administrative staff?

To what extent will the system perform the relevant administrative tasks more
effectively than at present?

What quality and performance targets are defined for the Al system?

How are administrative staff trained and supported to make it possible to use the
Al application effectively? (What new (digital) skills are needed?)

How is the environmental impact of the Al application assessed and taken

into account?

Safety

What contingency plans are in place to resolve any system errors or disruptions?
How are records of Al application performance, incidents and malfunctions

archived and for how long?



What technical and organisational measures are taken to prevent or minimise the
negative impact of Al (risk management)?
What safeguards are in place to protect against misuse and malicious use of the

Al application?

Human oversight

What monitoring mechanisms are in place to monitor and ensure that Al
technologies are deployed and used ethically and lawfully?

How can the outputs, results or decisions of the Al application be checked?
What are the qualifications and technical skills of the staff who are responsible

for monitoring?

Accessibility and inclusion

How is the Al application designed to be accessible and inclusive for people of
different abilities, backgrounds and cultures?

How is the population empowered to use and/or benefit from the Al application?
What alternatives to Al technology are provided to ensure equal access to public

services (in particular, personal points of contact)?

Accountability

What responsibilities are defined for developers and users of the Al

application (e.g. who is responsible for implementation, oversight and handling
complaints?)?

Who bears ultimate responsibility and accountability for the deployment and
output of the Al system?

What procedures are in place for end users and affected persons and groups to

report issues and/or challenge Al decisions?

Digital sovereignty

Who developed the Al system and who distributed it? Are non-democratic
countries involved in the production and distribution?

How was the developer/manufacturer chosen? (What were the advantages over
other providers in terms of the most economically advantageous bid?)

What design specifications were defined for the Al application before it was
procured?

How is it ensured that there is sufficient knowledge of Al technologies within
public administration to deal with manufacturers and distributors on an equal
basis in procurement processes with service providers and for checks under Al
regulations?

What ethical and safety issues are taken into account when deciding whether to

outsource Al development and Al implementation to external service providers?
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If development or operation of Al applications is outsourced: What measures
are in place to protect sensitive data and to prevent access by third-party

organisations?

Measures

Al literacy

What measures are being taken to promote the Al literacy of administrative staff
to ensure a basic understanding of Al technologies, the associated requirements
and applications, and their impact on public administration, the state and society?
How is the Al literacy of the general public being promoted, in particular in terms
of the need for a basic understanding in order to engage in qualified debate on
the deployment of Al applications by public administration?

How is it ensured that Al skills will be updated as the technology develops
further?

Assessment/impact assessment

Who is responsible for initiating and performing an impact assessment?

What potential harm is the Al system able to cause to the individual and society?
(Who is affected and to what extent?)

What is the estimated level of the potential negative impact of the Al system
(low, medium or high potential to cause harm)?

How often are certified Al models re-assessed to ensure they are continuing to

comply with ethical and legal standards?

Certification

Who certifies Al models and Al data to ensure that they are ethically and legally
sound, in particular for high-risk applications?

What is the procedure for certifying an Al model that is deployed in public
administration?

Who is responsible for monitoring the certification process for Al models
deployed in public administration? Has a plausibility check of the certification

been run by the public administration?

Oversight

What precautions are in place to make external checking of the Al system easier
(e.g.documentation of the development process)?

Are independent oversight bodies in place for the Al system? If yes: What rights
and obligations do the independent oversight bodies have?

What are the qualifications and technical skills of the members of the oversight

bodies?



10.3 EU Assessment List for Trustworthy Artificial
Intelligence (ALTAI)

The EU Assessment List for Trustworthy Artificial Intelligence (ALTAI) and the associated
web-based tool” are an important basis for the international debate on the ethical
deployment of Al, but they do not focus on the context of public administration. They
are intended to help companies and organisations themselves assess the trustworthiness
of their Al systems under development in a practical way. Trustworthy Al is based on
seven key requirements introduced by the “Al High-Level Expert Group on Artificial
Intelligence (HLEG)" in its Ethics Guidelines for Trustworthy Al.

10.4 Values Criteria Indicators Observables (VCIO)
model

The Values Criteria Indicators Observables (VCIO) model is also relevant in the
international debate on Al ethics and is used, among other things, to classify the risks of
Al systems. The model is similar to the risk pyramid from the EU’s Al Act (see section 8.3)
and was developed by the Al Ethics Impact Group and the Bertelsmann Foundation. To
make it possible to measure and assess the implementation of general values, it breaks
them down into criteria, indicators and observables. The breakdown is combined with
using a risk matrix to classify different Al use cases.

The process categorises cases into five risk levels, with class O for Al systems
that do not require any regulation and class 4 for situations in which Al systems should
not be applied at all due to the high level of risk. An ethics label similar to the energy-
efficiency label for household appliances is also proposed, allowing a quick assessment
to be made of an Al application in terms of whether it can be used ethically (Al Ethics

Impact Group et al. 2020).

10.5 Fundamental Rights and Algorithms Impact
Assessment (FRAIA)

The Fundamental Rights and Algorithms Impact Assessment (FRAIA) from the Utrecht
Data School is a discussion and decision-making tool for government organisations to
identify and mitigate the potential risks to human rights in the use of algorithms. FRAIA
creates a platform for interdisciplinary dialogue between developers and the people
who use Al systems.

Using FRAIA, the public administration can address all relevant points when

using algorithms, in a timely and structured manner. It covers a wide range of questions

17 https://altai.insight-centre.org/
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on the issues that should be discussed when a government organisation is considering
developing, commissioning development, purchasing, customising and/or using an Al
system. The tool helps to reduce risks such as carelessness, inefficiency or infringements
of citizens' rights. This type of impact assessment is used in the Netherlands in various
areas of public administration (Gerards et al. 2022; Utrecht University 2022; Clausen
and Schafer 2023).

10.6 Data Ethics Decision Aid (DEDA)

The Data Ethics Decision Aid (DEDA) toolkit from the Utrecht Data School provides
an interactive framework in a participatory model with workshops for the ethical
investigation and/or support for the implementation of Al and data projects. It enables
public administration to take a proactive stance and fulfil its accountability obligations
by examining the extent to which the available data harbours risks and what impact its
use may have. The tool is easy to understand and is used for brainstorming sessions, to
document the decision-making process and to fulfil accountability obligations (Franzke
et al. 2021; Utrecht Data School n.d.).

DEDA was developed in a participatory process with Dutch civil servants and
has been applied by various Dutch municipalities, the Association of Dutch
Municipalities and the Ministry of General Affairs (NL) since 2017 (Franzke

et al. 2021). One practical impact of DEDA was the decision by a regional
government in the Netherlands not to collect data via WiFi tracking, which
monitored visitor numbers in leisure areas during the pandemic. To comply
with the Covid-19 guidelines, it was decided to record visitor numbers only via

the number of cars and bicycles (Schafer and Clausen 2021).

Use case: Using DEDA in the Netherlands

10.7 Other Al impact assessment tools

A number of tools have been described here, but there are many other tools that are
of interest, even if they are typically not aimed at public administration. The following

are some examples:

+  AlgorithmWatch checklists: The triage checklist checks which ethical transparency
issues need to be documented in detail during project implementation and

whether it is necessary to write a transparency report. The checklist for the



transparency report is a detailed guide for writing a transparency report

(Loi et al. 2021).

VERA (from the German abbreviation for Responsibility and Algorithms): This
interactive tool from the Austrian Chamber of Labour checks responsibilities
when introducing algorithms and identifies conflicts of interest and responsibility
vacuums. It is a supplement to the “Algorithms in Decision-Making” manual,
which contains more detailed questions and more topics (Adensamer et al. 2021,
Adensamer and Klausner 2021; Bundesarbeiterkammer 2021).

Examining the Black Box: The report clarifies the differences between different
types of tools for assessing algorithmic systems and thereby helps to select

a suitable form of audit (Ada Lovelace Institute and DataKind UK 2020).

National Institute of Standards and Technology Al Risk Management Framework
(NIST Al RMF): The tool provided by the US authority is designed to better
manage Al-related risks to individuals, organisations and society. It is

supported by various resources, such as an explanatory video and a roadmap,
and is intended for voluntary use and to improve the ability to incorporate
trustworthiness considerations into the design, development, use, and evaluation
of Al (NIST 2023).

“Audit framework for algorithms” of the Netherlands Court of Audit: The tool

is designed to assess the quality and responsible use of algorithms in practice
and is intended to uncover weaknesses in the algorithms (Netherlands Court

of Audit 2021).

UNESCO Ethical Impact Assessment: This tool is designed to assess the benefits
and risks of an Al system, taking into account the entire lifecycle (design,
development, deployment) of an Al system. This tool is primarily intended to
support public sector employees involved in the procurement of Al systems
when evaluating whether the purchased Al system complies with the UNESCO
Recommendation on the Ethics of Artificial Intelligence (UNESCO 2022), but can
also be deployed by others in the private sector to facilitate the ethical design,

development and operation of Al systems (UNESCO 2023).
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11 Al governance structure

11.1 EU level

Al Office (Article 64 Al Act)

The Al Office is responsible for monitoring the implementation and entry into force
of the Al Act and for formulating the rules for general-purpose Al (GPAI) models, i.e.
generative Al such as LLMs. It is also responsible for creating norms, codes and standards
for the governance of Al at EU level and for undertaking the European Commission’s

administrative tasks in this field.

Al Board (Articles 65 and 66 Al Act)

The Al Board is a body composed of one representative per Member State, alongside
the Al Office (without voting rights) and the European Data Protection Supervisor as
observers. The tasks of the Al Board revolve around facilitating the consistent and
effective application of the Al Act, such as coordinating among national authorities,
providing advice regarding the rules on GPAI, supporting the promotion of Al literacy,
providing contributions to guidance documents and advising the Commission. Pursuant
to the Al Act, the Board is establishing two standing subgroups to deal with market
surveillance and exchange among authorities. If required, temporary subgroups focusing

on specific issues for Al policy may also be established.

Advisory Forum (Article 67 Al Act)

The Advisory Forum provides technical expertise and advises the Al Board and the
European Commission. It has the following permanent members: the Fundamental Rights
Agency (FRA), the European Union Agency for Cybersecurity (ENISA), the European
Committee for Standardization (CEN), the European Committee for Electrotechnical
Standardization (CENELEC), and the European Telecommunications Standards Institute
(ETSI). A selection of stakeholders, including start-ups, industry, SMEs, civil society
and academia with recognised expertise in the field of Al, are also represented in the

Advisory Forum. Each member is elected for a period of two years.

Scientific Panel of Independent Experts (Article 68 Al Act)

The Scientific Panel is a body of independent experts who are selected by the
Commission on the basis of up-to-date scientific or technical expertise in the field
of Al and who are also independent from providers of Al systems. It has the task of
supporting the implementation of the Al Act as regards GPAI, such as by assisting with
risk classification and by developing tools, methodologies and benchmarks to evaluate

the capabilities of GPAI, and supporting the work of market surveillance authorities.



11.2 National level

Al Policy Forum

The Al Policy Forum inter-ministerial working group was set up in November 2021
under the joint chairmanship of the Federal Chancellery (BKA) and the Federal Ministry
for Climate Action, Environment, Energy, Mobility, Innovation and Technology (BMK)
and meets at regular intervals to support the cross-departmental implementation of
the AIM AT 2030 Al strategy and develop it further. As a thematic forum for federal
administration, it is also intended to promote the exchange of experience and approaches
to the deployment of Al at the federal ministries and discuss current issues relating to
Al. A key element of the Al Policy Forum is the setting up of ad-hoc working groups
on a range of Al-related topics. This is being done, for example, in connection with the
implementation of the Al Act, by focusing on measures to promote innovation and the
specific provisions for implementing Al in public administration. Relevant experts from

research, academic, business, social partners, NGOs and civil society are involved.

Al Service Desk at RTR

The Al Service Desk at Rundfunk und Telekom Regulierungs-GmbH (RTR) is the point of

contact for the general public on the topic of Al. It runs a wide-ranging information portal

at https://ki.rtr.at, in particular regarding the regulatory framework for the deployment

of Al Its tasks are as follows:

* To be a low-threshold, expert and central point of contact for information for Al
projects by providing a wide range of information and advice on all aspects of Al.

* To promote the development and exchange of knowledge on Al, including
organising events and studies for this purpose.

*  To support the Al Advisory Board.

+ To monitor market developments and provide support in the form of guidelines

and communication, where necessary.

Al Advisory Board

The Austrian Al Advisory Board was created as a further body within RTR to support
Austrian Al policy. It consists of three members elected by the Federal Chancellor and
eight members elected by the Minister of Finance. All 11 members are experts in the
areas of ethics, research, economics, law and technical knowledge of Al. The tasks of

the Al Advisory Board are:

* To advise and inform members of the Austrian government and RTR on the latest
developments in the field of Al, including technical and ethical issues.

+ To observe the technological development of Al within and outside the European
Union, including identifying the opportunities and possibilities for Austria in

this area.
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*  To support the members of the federal government responsible for Al policy
by identifying the wide range of issues relating to Al policy and prioritising and
focusing on the most pressing issues.

*  Providing strategic planning and advice at Al Policy Forum on the development
and implementation of Austria’s Al strategy, including its objectives, priorities and

measures.

Chief Digital Officer Taskforce

The “Chief Digital Officer Taskforce (CDO Taskforce)” is a committee convened by
the Federal Chancellery. It brings together the CDOs of the departments and their
coordinating roles in matters of digitalisation. The aim of the Taskforce is to exchange
information on measures relevant to digitalisation, and to create, communicate and

monitor the digitalisation strategy.

Al Stakeholder Forum

The Al Stakeholder Forum is an initiative organised and coordinated by the Federal
Chancellery (BKA) and the Federal Ministry for Climate Action, Environment, Energy,
Mobility, Innovation and Technology (BMK). It brings together stakeholders and
institutions from academia, industry, business and civil society, such associal partners
who are outside public administration itself. The focus is on exchange between the federal
government and various stakeholders outside the government who deal with the issue of
Al in different ways or are affected by the issue. The Al Stakeholder Forum is designed
to achieve better coordination and needs-based design in the context of implementing

the Al Act and the opportunities for Al innovation in Austria, among other objectives.



12 Recommendations for
possible next steps: The
goal of human-centric Al
governance

The final section of this manual proposes puts forward recommendations for action
in different areas, such as literacy development and further training, Al management
decision-making tools, experiments, certifications, terms of use and supervision,
impact assessment and risk management, as well as communication and stakeholder
involvement. The objective, which is reflected in a lot of European (Al HLEG 2019; 2020)
and national documents (BMK and BMDW 2021), is human-centric Al governance that
complies with the ethical principles and standards outlined above and with the legal
framework. Digital transformation, in particular as regards the deployment of Al, should
not be taken for granted, but seen as an opportunity and moulded in line with societal
and organisational requirements.

As evident from the table below, we recommend tools and institutionalisation

measures, i. e. structural adaptations, with six different objectives in the relevant areas.
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Objective (function)

Literacy
development &
further training

Table 3: Recommendations for Al governance

Al management
decision-making
tools

Experimentation

Certifications,
terms of use &
supervision

Impact assessment
& risk management

Communication
& stakeholder
involvement

Tools (process)

Training
standards for
the procurement
and use of Al
applications/
internal literacy
on technical
procedures and
the development
of ethical

Al (“Ethics

by Design”,
de-biasing)

Al deployment
decision-making
tree, Al RMF (US
NIST), voluntary
guidelines
(German BMAS),
risk assessment
tools and
development
standards
(“Ethics by
Design”; IEEE),
decision-making
criteria for
internal/external
procurement
processes
(Amsterdam
clauses)

Discussions on
good practices
and challenges,
experiments
with different
approaches and
tools

Certifications
from ISO, IEEE,
TOV, emerging
tools such as
data.nutrition,
data.hazards

Risk assessment
tools: List of

Criteria, Data Ethics
Decision Aid (DEDA)

(UDS), Values
Criteria Indicators
Observables
(VCIO) (VDE et al.),

Fundamental Rights

and Algorithms

Impact Assessment

(FRAIA) (UDS),
Assessment List
for Trustworthy
Artificial
Intelligence
(ALTAI) (EC
HLEG), Fraunhofer
Al Assessment
Catalog,
Netherlands Court
of Audit “Audit
framework for
algorithms”

Data Ethics
Decision Aid
(DEDA) (UDS),
workshops with
stakeholders,
discussions on
good practices
and challenges

Institutionalisation (structure)

Austrian Federal
Academy of Public
Administration

Al ethics seminar
and management
course,
development of Al
literacy curriculum
differentiated
according to
literacy levels

(cf. German Al
Campus), topic-
specific internal
literacy centres,
information events
and discussion
events

Administrative
ethics council
with internal and
external experts
(cf. Finland
AuroraAl and
Ethical Al for
the Governance
of the Society
(ETAIROS)
ethics council),
Al Observatory
(German BMAS)

Inter-ministerial
Al ethics lab (cf.
AIT Al Ethics

Lab, cf. Finland
AuroraAl project),
regulatory Al
sandbox/real lab,
Al Policy Forum

Voluntary/
after
implementation
of the Al Act:
Al supervisory
authority, data
repositories
that conform
to legal

and ethical
requirements
(compliance),
guidelines and
specifications
for use (e.g. by
companies)

Transparency
register, record

of processing
activities, Al
Service Desk (RTR)
or Al supervisory
authority, Dutch
Algorithm Register

Al Policy Forum,
PIAZZA Format
(Algorithm
Watch), Inter-
ministerial Al
Ethics Lab
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Literacy development and further training

The aim of literacy development and further training in public administration is of
particular importance, as Al literacy is the basis for all other measures. Successfully
deploying Al management, decision-making tools, experimentation with Al, certification,
using impact assessment tools and communicating Al in public administration also
depend on Al literacy.

Creating training standards for the procurement and use of Al applications is
therefore particularly important. The existing “Digital competence model for Austria”
(DigComp 2.2 AT), which covers handling information and data, communication and
collaboration, creating digital content, safety, problem-solving and further learning, is
a valuable foundation in this regard (BMDW 2021). This model should continue to be
updated regularly, in particular with regard to ethical literacy and in accordance with
the Al Act (see section 8.3).

As public administration is of central importance to the state, internal literacy on
technical processes and developing ethical Al, such as “Ethics by Design” (see section 7.5,
European Commission 2021a), as well as on issues such as handling bias, transparency,
accountability, the right to privacy and, more generally, compliance with human rights,
are of huge importance in this context.

In terms of structural measures for literacy development and further training,
subject-specific literacy centres in public administration open up the possibility of
combining sector-specific knowledge of the respective departments with technical
expertise. The experts based at the literacy centres could act as points of contact for
each technical field and provide low-threshold initial support on ethical Al development,
use and evaluation. One person should in any case be designated as the point of contact,
in the same way as the data protection officer.

Further training opportunities would also be useful for those administrative staff
involved in planning, using and managing Al applications. The Austrian Federal Academy
of Public Administration could play an important role in this case — in coordination with
other educational institutions — as it has been providing the first such programme in
pilot since the winter semester of 2023 and is planning to expand its training provision.

There are various international role models in this field, from the German Al
Campus to the Australian National Al Centre (NAIC). The Al Campus® is a learning
platform for Al offering free online courses, videos and podcasts, and is funded by the
German Federal Ministry of Education and Research (BMBF). The Australian National
Al Centre (NAIC)" provides conferences, workshops, training videos and informational
material of every kind for various different target groups. Part of this is the Responsible
Al Network (RAIN), which is similar to the NAIC, where companies, research and civil

society organisations cooperate.

18 https://ki-campus.org/
19  https://www.industry.gov.au/science-technology-and-innovation/technology/national-
artificial-intelligence-centre
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Given the special role of trust in public administration (see section 5), including
with regard to the use of Al applications, Al literacy development among a broad public
and an information policy that is as open as possible in terms of the applications used
in public administration also seem appropriate. Literacy and comprehensive information
for the public can prevent mistrust and in the event of problems with specific (Al)

applications, form the basis of communication in a crisis.

Al management decision-making tools

The planning, procurement and deployment of Al require a series of management
decisions, which can be supported by appropriate decision-making tools. At a more
general level, this manual is designed for this purpose; the voluntary guidelines for the
deployment of Al in practice by public authorities for labour and social affairs, issued by
the German Federal Ministry of Labour and Social Affairs (BMAS 2022), is a comparable
document. The German Ethics Council's opinion on “Humans and Machines — Challenges
of Artificial Intelligence” (Deutscher Ethikrat 2023) is even more foundational and
comprehensive.

Section 6 of this manual is directly relevant, with a decision-making tree for the
deployment of Al and assessing whether or not an Al application should be analysed in
terms of its ethical deployment. This is followed by the assessment tools: the “Checklist
for ethical Al in public administration” and the “List of criteria and measures for ethical
Al in public administration” (List of Criteria), set out in Sections 2 and 10.2.

Other tools with comparable, though not management-focussed, objectives
include the “Ethics by Design” approach referred to above and discussed extensively
in the EU (European Commission 2021a), the Al Risk Management Framework of the
National Institute of Standards and Technology (Al RMF; NIST 2023), the comprehensive
7000 series of standards from the Institute of Electrical and Electronics Engineers
(IEEE SA 2021) and the ISO/IEC 23053 standard issued by the International Organization
for Standardization (ISO 2022).

A white paper by the Austrian PPPI Service Centre (PPPI 2021) and a comprehensive
US paper (Hickok 2024) provide an initial approach to procurement processes for Al
applications. A form of triage on ethics is possible by using the decision-making
tree proposed in this manual (for a more comprehensive alternative proposal by the
AlgorithmWatch NGO, see Loi et al. 2021). Decision-making criteria for procurement
processes can also be derived from the ethical principles and standards or processed
with the checklist and assessment tool based on those criteria, in the “List of criteria
and measures for ethical Al in public administration” (List of Criteria) set out in this
manual. In the Netherlands, the city of Amsterdam has developed “Standard Clauses for

Procurement of Trustworthy Algorithmic Systems” (City of Amsterdam 2021).



Experimentation
The possibility of experimentation is needed to introduce and further develop Al
applications successfully in public administration. Ideally, a technology should be trialled
in a pilot before it is deployed. Various areas of policy have a wealth of experience in this
regard, such as training and the labour market. Initial experience in a specific sector or
region can then be used as learning for deployment in other areas (Biegelbauer 2013).
In the AuroraAl project mentioned above, which covers the entire Finnish national public
administration, there are indeed systematic comparisons and conclusions from the
introduction of Al in the each of the areas of policy (Ministry of Finance Finland n.d.).
This is supported by discussions on national and international good practices,
as well as information and coordination in both directions between administrative
actors, such as within the Al Policy Forum. Experimenting with different approaches and
tools can improve the learning experience. Sharing experience can be supported by an
appropriate forum or network (cf. the Finnish ETAIROS project, Etairos n.d.), which may
also run in parallel to various tools for testing applications, such as the real labs and

sandboxes proposed in the Al Act (regarding Al ethics labs, cf. Biegelbauer et al. 2022).

Regulatory sandboxes

Regulatory sandboxes, which are already a very popular governance tool in the fintech
sector, are real-world test environments where developers of a digital innovation can test
functionalities, features and performance in a controlled environment that is monitored
by regulators (Allen 2019; Makarov and Davydova 2021). Regulatory sandboxes are
considered to be forms of “smart” and “living” regulation, as they allow regulators to
monitor issues that arise in early stages of development, as well as potential problems
that may arise for the target group(s) and use cases for which the application was
developed (Zetzsche et al. 2017). In the Al context, the Al Act requires at least one Al
regulatory sandbox to be established at national level, also encouraging cross-border
cooperation and participation (Article 57(1) Al Act). The task of the sandbox is to facilitate
the development, training, testing and validation of innovative Al systems for a limited
time before they are placed on the market (Article 57(5) Al Act) (Buocz et al. 2023).
The Al Act also provides for the option of carrying out tests in real world conditions
outside real labs (Article 60 Al Act). While there are already some examples of regulatory
sandboxes for FinTechs in Austria and other European countries, sandboxes for Al are
still at development stage. Some EU countries, such as Spain?°, Denmark?' and Sweden,

have established sandboxes for Al and are in the process of putting them into operation.

20 See https://portal.mineco.gob.es/es-es/digitalizacionlA/sandbox-1A/Paginas/sandbox-IA.

aspx
21 See https://www.datatilsynet.dk/hvad-siger-reglerne/vejledning/requlatorisk-sandkasse/
udvaelgelse-af-projekter
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There are also a number of examples of sandboxes outside the EU, such as in Norway??,

the UK?® and Singapore (the latter is aimed specifically at SMEs).?*

Monitoring and supervision

Monitoring is an important issue to keep in mind when developing and implementing

Al systems, as it makes it possible, among other things, to identify the performance,

safety, effectiveness and functioning of the system over time. Under the Al Act, Al

providers are required to submit a monitoring plan for the period after an Al system has
been placed on the market (post-market monitoring plan) as an essential part of the
required technical documentation (Article 72, Annex IV No. 7 Al Act). While the specific
guidelines for this process have yet to be defined by the EU Al Office, there are different
types of monitoring that can be performed, depending on the purpose. They include

the following (Yampolskiy, 2024):

1. Functional monitoring — involves tracking the Al system’s performance in terms
of its intended tasks and objectives. Issues such as the accuracy, efficiency and
reliability of the system can be measured.

2. Safety monitoring — focuses on identifying harm that may be caused to users.
Issues may include the safety and robustness of the system, and its compliance
with the relevant legislation.

3. Ethical and social monitoring — involves examining the Al system’s impact on
individuals and society.

4. Decision monitoring — this ensures that the decisions made are best suited to

achieving the set objectives.

The Al Act stipulates that national authorities shall monitor compliance with various
standards, which are to be defined and monitored by the EU Al Office. Some national
authorities had already been established before the Al Act entered into force in order
to gain experience early. This was the approach taken in Spain, where the decision to
establish an authority was made back in 2022. Under the Al Act, the authorities in the
EU Member States must have commenced their work 12 months after the Al Act enters
into force.

The effectiveness of the regulation of Al will depend heavily on the design
of the Austrian Al authority. There is a range of conceivable options, from a passive
authority that handles enquiries and complaints, to an institution that checks individual
applications on its own initiative, even without specific grounds for suspicion. Particularly
for high-risk systems, a heightened level of activity by the new authority would increase

safety for the state, the economy and society alike. A faster decision-making process

22 See https://www.datatilsynet.no/en/requlations-and-tools/sandbox-for-artificial-
intelligence/

23 See https://ico.org.uk/for-organisations/advice-and-services/requlatory-sandbox/

24 See https://go.gov.sg/sme-gen-ai




for technology applications, as was the case with the GDPR, among other things, would

have a positive impact in this regard.

Certifications

In order to ensure safety when using certain applications or datasets, the development

and/or use of certifications is recommended. While there are currently only a small

number of certification programmes specifically designed to assess ethical Al, there are
several approaches that could be used for this purpose. For example:

+ Audit-based certification. These are audits of an Al system to assess whether
it complies with a series of specifications. They typically require an audit of
the documentation specified by the procedure by a third party. Examples of
certification programmes include IEEE’s CertifAled, the Al certification programme
of TUV SUD and the Algorithmic Transparency Certificate from the Spanish
Association for the Digital Economy.?®

+ Standards. These are specifications and standards that have been created
for mass application in the sector. Examples of standards that cover ethical Al
systems are the ISO/IEC 23053:2022 standards and the IEEE 7000 series (DIN
and DKE 2022).

* Labels and quality marks. These are quality labels and quality marks developed
by private or public actors to guarantee the quality of an Al system. They can be
used to assess specific characteristics of an Al system or its overall performance
in one or more areas. Examples include the Digital Trust Label from the Swiss
Digital Initiative (SDI). Other tools, such as data.nutrition and data.hazards for the

certification of datasets, are under development.?

Repositories for securely storing data are also vital for the digitalisation of public
administration, as well as for Al governance. It is important for the data repositories to
comply with legal and ethical requirements, which should be provided in the form of
guidelines and specifications for using the repositories. This is important both for the
process of creating Al applications and for using such repositories, in particular when

used by users without IT training.

Impact assessment and risk management

Assessment of the impact of Al applications is also relevant in this context. Assessment
should be performed before the applications are placed on the market and - in particular
for high-risk applications — during their deployment as well. Given the large number of Al
applications in the economy and society, risk management by categorising applications
into risk levels — as provided for in the Al Act — makes sense. In particular, this prevents

reporting obligations also arising for largely harmless applications.

25 See https://www.algorithmictransparency.io/
26 See https://datanutrition.org/ and https://datahazards.com/
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For the prospective and retrospective assessment of social impact, we can draw
on several decades of experience with tools such as technology assessment, impact
assessment and foresight methods. In addition, there are a number of tools specifically
tailored to Al that make it easier to handle risks. First of all, see the “List of criteria and
measures for ethical Al in public administration” (List of Criteria) set out in section 10.2
in this manual. The list analyses Al applications across the areas of law, transparency,
diversity, impartiality and fairness, effectiveness and efficiency, safety, accessibility and
inclusion, accountability and digital sovereignty. Other tools and guidance documents,
some of which have very different areas of focus, are set out in sections 9 and 10. The
guidelines for designing trustworthy artificial intelligence from the German Fraunhofer
Institute for Intelligent Analysis and Information Systems (Fraunhofer IAIS 2021) and
the “Audit framework for algorithms” from the Netherlands Court of Audit (Netherlands
Court of Audit 2021) should be highlighted in this regard.

At the structural level, handling the impact assessment and risks should also be
reflected in the activities of the Al supervisory authority to be established. An important
area of work for this institution will undoubtedly involve reviewing the applicable risk
assessments for individual applications. Transparency registers (cf. the Algorithm Register
of the Dutch Government?) and records or processing activities should also be created
and/or audited to provide information at any time, in particular as regards the state,
about the areas in which Al applications are being deployed, for what purposes and in

what way.

Communication and stakeholder involvement

The introduction of a new technology should also be accompanied by communication
and the involvement of stakeholders (cf. OECD 2024). This makes sense for a variety
of reasons. In terms of communication, society has to be prepared for the deployment
of Al at state level to avoid loss of trust. Involving stakeholders within and outside
public administration makes access to sector-specific expertise for the design, creation,
implementation and evaluation of Al-based applications easier.

There is extensive experience of participatory processes (BKA and BML 2008;
BMKOS 2020) on the one hand, but also of tools that organise stakeholder involvement
specifically for Al projects. Examples include the Data Ethics Decision Aid (DEDA)
from the Utrecht Data School for assessing Al projects (see section 10.6) and the
PIAZZA-Konferenz?® for communication between the state and civil society.

In the course of introducing Al applications, however, forms of discussion within
public administration are also essential. On the one hand, this could involve sharing
good practices and next practices between different administrative departments,
administrative levels and even different countries. This is where challenges could also be

handled creatively, including issues of acceptance, limited budgets, public pressure, the

27 https://algoritmes.overheid.nl/en
28 https://piazza-konferenz.de/




tension between the need for transparency and for safety, as well as various technical
and organisational solutions.

The institutionalisation of a platform of this kind could involve an expanded Al
Policy Forum that — beyond implementation and further development of the AIM AT
2030 strategy — also acts an institutionalised platform with the portfolio as above. An
inter-ministerial Al ethics lab could also be established to involve external expertise
more closely in working on such a set of tasks, where internal and external experts could
share ideas, learn together and find solutions to everyday problems for Al development

and deployment.
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Glossary of technical terms

Al Act: also referred to as the Al Regulation. An EU regulation, which is therefore directly
applicable in every Member State, governing Al systems and general-purpose Al models

and following a risk-based approach (see section 8.3)

Al literacy: Basic knowledge and skills relating to Al that allow the individual to act

autonomously in human-Al interactions (see section 5)

AIM AT 2030: Artificial Intelligence Mission Austria; Austria’s national Al strategy

(see section 8.5)

Bias: biased output, e.g. from machine-learning algorithms; in other contexts bias has

other meanings (see section 7.1)

Big Data: large volumes of data collected from different sources that can also be

processed using Al (see section 4)

Chatbot: a computer program that answers questions, e. g. from citizens, in chat format

(see sections 4, 5 and 6)

“Ethics by Design”: a methodological, often interdisciplinary approach to developing

Al, where ethics are considered at all stages (see section 7.5, 12)

Foundation model: a large, machine-generated model based on large volumes of
data. After this pre-training, a foundational model can perform specific tasks such
as chat, translation and text classification (fine-tuning). A well-known example of
foundation models are large language models (LLMs) — neural networks with several
billion parameters in some cases — which can perform a wide range of natural language
processing (NLP) tasks such as text classification, text generation, language translation,
sentiment analysis and question-answering systems. In addition to speech, there are also
visual and multimodal foundation models, which can be used, for example, to generate

images based on input text.

Fairness: there is no generally accepted definition in the Al context. It is generally
understood as the absence of prejudice, bias or preference in favour of an individual or

group (see section 9.2)

Governance: there are many possible definitions, but here it means the state, together
with other groups of actors from business and civil society, using various different
policy instruments (e.g. hard and soft law) to attempt to solve societal problems

(see sections 11 and 12)
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Hard law: legally binding standards, such as laws, regulations and contracts (see section 8)

Neural networks: also known as artificial neural networks (ANN) and simulated neural
networks (SNN), are part of machine learning (ML) and they form the core of deep
learning algorithms. They are used to process information and recognise complex

patterns (see section 4)

Soft law: legally non-binding instruments, such as guidance documents, policies and

declarations of intent (see sections 8 and 9.1)



Appendix
Case study for the “Checklist for ethical Al in public administration”

Use case: Introducing Al to improve internal knowledge management in public

administration

Within a city administration, valuable information and reports on experience for various
projects and processes are spread out across different departments and are often
difficult to find. Knowledge of processes, applications, requests and applications from
citizens, of laws, projects and solutions to problems is often stored in emails, documents
or individual folders, which results in inefficient knowledge management. This often leads
to tasks being processed twice, greater difficulty inducting new employees, more time
spent searching for relevant information and delays in preparing draft administrative
decisions.

The city administration would therefore like to implement an Al-based knowledge
management solution that organises all internal information and makes it accessible in a
central system. The aim is for the Al to automatically classify content, extract relevant
information from documents and link them intelligently. This should make it easier for
employees to access relevant knowledge and significantly reduce search times. The Al
will also be able to suggest similar information, based on previous searches, as a way of
improving access to resources. The system can also make recommendations for decision-
making processes, based on empirical values. For example, it is possible to support the

prioritisation of applications by highlighting particularly time-critical or complex cases.

This example was used as the basis for completing the checklist below and
explaining the answers to illustrate how to decide whether to answer “Yes” or

“No” to the questions on the checklist.
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Checklist appendix

Law

Is the Al system being deployed for (simple) sovereign administrative action?

Yes. The introduction of the Al system is supporting the city administration in fulfilling
its sovereign tasks by optimising knowledge management and promoting cooperation
between departments. The system also supports administrative staff with suggestions

and recommendations for decision-making processes.

O Yes

If it is (simple) sovereign administrative action, has it been clarified whether

there is a sufficient legal basis for deploying Al?

O VYes

O No

Does the Al application process data in accordance with the requirements of
the legal standards and principles defined under the national and EU legal

framework?

Yes. Personal data is processed in compliance with the General Data Protection Regulation
(GDPR) and the administrative documents meet the relevant legal requirements, such
as confidentiality requirements, data protection standards and compliance with the

national and EU legal framework.

O VYes

O No

Does the deployment of the Al system guarantee that the fundamental rights of

citizens are not impaired in any way?

Yes. Because the results of the Al — in particular the recommendations for decisions — are
reviewed by specialist employees before they are used further. Access to information
is restricted to employees and sensitive data is secured in accordance with internal
privacy policies. Overall, there is therefore a low risk of citizens’ fundamental rights

being impaired.

O Yes

O No

Has the risk level of the Al application been determined in accordance with the
Al Act?

Yes. As the system can also prepare recommendations for decisions, it may be a high-

risk system under certain circumstances (such as decision support systems for judicial

authorities or for social benefits), otherwise it is a “low-risk” system.
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If applicable: Has a conformity assessment already been carried out in O VYes O No
accordance with the Al Act? (High risk)

Yes, an ex-ante conformity assessment was carried out because deployment in

corresponding high-risk areas is not unlikely.

If applicable: Have the transparency obligations under the Al Act been fulfilled? O Yes O No
(Medium risk)

The transparency obligations are already included in the measures required for the

“high risk” level.

If applicable: Has it been checked whether a fundamental rights impact O Yes O No
assessment (Al Act) has to be carried out? (High risk)

Yes. The fundamental rights impact assessment (FRIA) was carried out before the

system was used for the first time, as the application (depending on the specific area of

application in the city administration) is a corresponding high-risk Al system. The FRIA

identified potential risks of harm and infringements of fundamental rights and developed

measures in the event of these risks materialising. The results of the impact assessment

were submitted to the competent market surveillance authority.

Has it been checked whether a data protection impact assessment has to be O Yes O No
carried out?

Yes. The data protection impact assessment (DPIA) has been carried out because the

application processes personal data. The DPIA and the measures based on it have

minimised risks accordingly.

Transparency

Have the specific objectives and purposes of deploying the Al application been O VYes O No

identified and documented?

Yes. The specific objectives of the Al application have been clearly defined and include
improving internal knowledge management, significantly reducing search times,
promoting collaboration across departments, minimising redundant tasks and supporting
the preparation of draft decisions. These objectives have been documented in writing
and also brought to the contractor’s attention during the public procurement procedure

for the Al system.
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Is documentation available that explains the technical development of the O VYes O No
model?

Yes. The technical documentation includes the principles of development, the model

architecture and the algorithms and technologies that have been deployed. It is available

to users.

Is it possible to understand how the Al application works? O VYes O No
Yes. How the Al system works is clearly documented and can be understood by all the

employees affected.

Are the datasets connected to the Al system known? O VYes O No
Yes. All datasets used for the Al application, such as internal logs, project documentation

and process instructions, are recorded.

Whenever possible, is it explained to users how the Al system reaches its O VYes O No
outputs, content, recommendations or results, and what the logic behind

them is?

Yes. Users receive explanations about how the Al system classifies and links information

and generates suggestions. Training and information material has been developed for

employees to explain the system’s functional logic, including an overview of the decision-

making mechanisms and search algorithms based on previous patterns of use.

Are individuals informed of when and how they are interacting with an O Yes O No
Al application?

Yes. When using the system, employees are informed that they are interacting with an

Al application that analyses their search queries and provides corresponding content

or recommendations. This information is shared both in training sessions and via

notifications within the user interface, so that users are always aware of when they are

interacting with the Al.

Impartiality and fairness

Is the data that is used to train the Al system diverse and representative for the O VYes O No

context in question?

Yes. The database of the Al system has been selected specifically to reflect the
diverse context and requirements of the various different departments within the city
administration. Care has been taken to ensure that documents from all the relevant

administrative areas and for different use cases have been integrated.
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Is there a process in place to check the data sources for potential biases and

inaccuracies?

Yes. A review process has been set up to check the data sources for biases, inaccuracies
and for relevance to the specific use case. This process involves regularly analysing
the data for signs of potential bias factors, such as over-representation of specific
departments or project types that represent a particular view or focus, or checking
whether the Al inappropriately favours certain applications from citizens, based on

past data.

O VYes

O No

Is the Al application designed to avoid dehumanising, discriminating against,

stereotyping or manipulating people?

Yes. The Al has been deliberately developed and trained so that it does not carry out any
final decision-making powers or assessments relating to individuals, but acts exclusively
in a supporting role. The focus is on organising content objectively and providing
recommendations and information based on user input in a factual and unbiased way.

Dehumanising or manipulative mechanisms can be completely ruled out.

O VYes

O No

Is there a procedure whereby individuals can object to or otherwise appeal

against the deployment or output of the Al system?

Yes. An objection procedure is in place that allows employees to provide feedback and
trigger corrections if they have concerns about the information, recommended decisions
or document links provided by the Al. A central point of contact has been set up where

employees can report inconsistencies.

Effectiveness and efficiency

O VYes

O No

Are there concrete benefits for the general public from deploying this Al system

(e.g. time saved when applying for a government benefit)?

Yes. Even though the Al solution is primarily used internally, it comes with direct benefits
for the general public. Efficiently organising knowledge and providing fast access to
knowledge contributes to higher service quality in the long term, in particular for complex

issues requiring more extensive research.

O Yes

O No
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Does the Al application have the potential to improve, or at least not worsen, the

working conditions of people employed in the public sector?

Yes. The Al solution improves the working conditions of administrative staff by making
access to relevant information easier, reducing search times and supporting draft
decisions. This reduces the workload on employees and allows them to use their
resources more efficiently. It also makes the induction of new employees and the sharing

of knowledge between departments easier.

O VYes

O No

Is there a policy on quality and performance targets for the Al system?

Yes. The city administration has established a specific policy with quality and performance

targets for the Al system.

O Yes

O No

Are the administrative staff appropriately trained and supported in deploying
the Al application effectively?

Yes. Training programmes have been created to ensure that all employees can make
optimum use of the Al application. This training covers both how to handle the system
technically and background information about how the Al solution works and the benefits

it provides.

O Yes

O No

Is there ongoing support for problems and challenges?

Yes. Ongoing support and refresher training are available to continuously promote the
development of literacy and the ongoing professional development of employees. A
central point of contact and a technical helpdesk are available to provide rapid assistance

for problems or questions about the application.

O VYes

O No

Has the environmental impact of the Al application been taken into account?

Yes. The environmental impact of the Al system has been reviewed. Implementation of
the solution has been designed to minimise power consumption, e. g. by using efficient
server structures. It is also being reviewed whether ongoing operation of the Al can
be supplemented with further measures to reduce emissions in order to minimise the

environmental impact.

Safety

O VYes

O No

If applicable: Has a risk management system been created for the Al application
in accordance with the Al Act? (High risk)

Areas of application such as justice are possible, which means that it is necessary to
classify them as high-risk applications. Accordingly, the requirements of the Al Act have

been followed and a risk management system has been implemented.
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Are records of the Al application’s operational performance and any incidents

and malfunctions archived for a specific period of time?

Yes. There is a logging system that monitors the operational performance of the Al
application and documents all incidents and malfunctions. This data is archived over a
defined period and is used both to evaluate system performance and to identify potential
for optimisation. The collected operating data also makes quick root cause analysis

possible and provides a basis for future adaptations and improvements to the application.

O VYes

O No

Are there safeguards in place to protect against misuse and malicious use of the

Al application?

Yes. Safeguards have been implemented to protect the Al system against misuse and
malicious use. These include system access controls that ensure that only authorised
and appropriately trained personnel with the necessary (specialist) expertise can access

the system, as well as encryption mechanisms for secure data transfer.

Accessibility and inclusion

O VYes

O No

Is the Al application designed to be human-centric? In other words, so that it can

be used by different end users with different levels of literacy?

Yes. The user interface is designed to be simple and user-friendly so that even employees
without in-depth knowledge of IT can work with the application. Training sessions and
support material are available to make it easier to get started and ensure optimal use.
Regular feedback from users also flows into ongoing improvements. The user interface

also meets accessibility requirements.

O VYes

O No

Has it been checked whether alternatives to the Al application can be provided

to ensure equal non-Al-based access?

The Al system is deployed exclusively as an internal solution within public administration
and the previously existing access to non-Al-based workflows remains unchanged. This
ensures that all the existing processing and research options are fully available, even if

the Al system fails or in cases in which the Al solution is not to be used.

O Yes

O No
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Human oversight

Has the Al application been developed to allow human oversight (e.g. human-in-

the-loop; human-on-the-loop)?

Yes. The Al application has been designed so that human oversight and intervention
are possible at all times. The system follows a “human-on-the-loop” approach, where
employees can check the results of the Al and intervene or make corrections, if necessary

(in particular when it comes to decision-making proposals).

O Yes

O No

Is the Al system reviewed at regular intervals (at least in terms of performance/

quality, safety and compliance with applicable laws and regulations)?

Yes. A review process has been set up so that the Al system can be reviewed at
regular intervals in terms of performance, quality, safety and compliance with statutory
requirements. These reviews cover performance monitoring to guarantee optimal results,
security monitoring to identify potential vulnerabilities and compliance audits to ensure

that the system is at all times compliant with the latest legal requirements.

Accountability

O Yes

O No

Are clear responsibilities defined for developers, deployers and users of the

Al application?

Yes. Clear responsibilities have been defined. The developers are responsible for the
technical implementation, maintenance and ongoing optimisation of the system. The
deployers monitor the operation, performance and compliance of the Al system and
ensure that the system is functioning correctly and in accordance with the specified
standards. Users are trained and responsible for using the application in their day-to-day

work, with clear guidelines for use.

O Yes

O No

Has it been defined who bears ultimate responsibility and accountability for the

deployment and output of the Al system?

Yes, there are clearly defined rules on responsibility and accountability. As the Al system
does not make any decisions, but provides support only, the administrative staff are
responsible for all decisions. They are responsible for the system being used correctly,
in accordance with the responsibilities of their office and the guidelines for use. The
authority itself bears overall responsibility for the introduction and operation of the

Al system.

136

O VYes

O No



Digital sovereignty

Are there data governance measures in place to define how data related to the O VYes

use of Al systems is collected, used, stored, maintained and disseminated?

Yes. A data governance plan has been implemented that defines guidelines and processes
for the entire lifecycle of the data. These measures cover the collection, use, storage,
maintenance and, if necessary, disclosure of the data that is used in connection with

the Al application.

O No

Is the data sovereignty of public administration safeguarded when deploying the O VYes

Al, in particular with regard to the privacy of citizens?

Yes. The Al system has been designed taking the data sovereignty of public administration
into consideration. All personal and sensitive data is secured within public administration

and access to such data is subject to strict rules.

O No

If the development or operation of Al applications is outsourced, are there O Yes
measures in place to protect sensitive data and prevent access by third-party

organisations?

The development of the Al system is outsourced. For this purpose, personal data —
particularly sensitive data — is anonymised before training the Al. The system is operated
internally. It is ensured that only authorised administrative staff have access to personal

data, in particular to sensitive data.

O No
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